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Introduction and context

The Academic Policy Committee (APC) Subcommittee on generative Artificial Intelligence (Al) was
tasked with developing guidance for the University community on the use of generative Al. The
committee drew from a wide range of sources in developing this guidance, including the many
universities in Canada and globally that have publicly shared their policies and guidelines
(especially McMaster University, the University of Toronto, Wilfrid Laurier University, and Kings
College London, among others), as well as the many international frameworks that already exist for
the responsible and ethical use of Al developed by bodies such as UNESCO, the OECD, the EU, and
both the Montreal Declaration on Responsible Al, and the Asilomar Al Principles.

While we recognise that other forms of Al exist and are in use in academia, this document aims to
provide guidance for faculty, staff, and students in navigating the use of Generative Artificial
Intelligence (Al). As this field is developing rapidly, the guide should be considered a living
document that will be updated as developments and lived experience warrant.

The guide provides key definitions and terms, and sets out a series of universal principles for
responsible use of generative Al. These apply to all areas of our work; teaching, research, and
learning. These principles should be considered a starting point for the campus community in
engaging with Al. Where practices require policy change or adaptation, those will be addressed
through the University’s normal governance processes.

Principles for the responsible use of Generative Artificial
Intelligence in academic practice

Generative Artificial Intelligence (generative Al) systems are powerful digital tools that are rapidly
changing the landscape of research, teaching, and learning as they become increasingly
embedded in all aspects of work. These systems have the potential to revolutionize many areas of
higher education, but also come with risks and ethical considerations that must be carefully
weighed against the potential benefits of use. Choosing if and how to use these tools requires
careful, critical consideration that will vary by use case and discipline.

These guidelines generally seek to identify acceptable uses of generative Al, rather than specifying
what is prohibited. The following general principles apply to the University community as they
consider the use of generative Al technologies in their work:

Responsible

Users must take responsibility for verifying the accuracy of inputs and generated outputs of
generative Al tools, decisions that are informed by the generated content, and the appropriateness
of the purpose for which the toolis used.

Consider: Is it necessary or advantageous to use generative Al for this task? Is use of generative Al
acceptable for this task? What are the risks and potential benefits and how do those balance out?


https://mi.mcmaster.ca/generative-artificial-intelligence-in-teaching-and-learning/
https://www.viceprovostundergrad.utoronto.ca/strategic-priorities/digital-learning/special-initiative-artificial-intelligence/
https://researchcentres.wlu.ca/teaching-and-learning/building/generative-ai-in-teaching-and-learning.html
https://www.kcl.ac.uk/about/strategy/learning-and-teaching/ai-guidance/macro-level
https://www.kcl.ac.uk/about/strategy/learning-and-teaching/ai-guidance/macro-level
https://www.unesco.org/en/artificial-intelligence/recommendation-ethics
https://legalinstruments.oecd.org/api/print?ids=648&lang=en
https://digital-strategy.ec.europa.eu/en/library/ethics-guidelines-trustworthy-ai
https://montrealdeclaration-responsibleai.com/the-declaration/
https://futureoflife.org/open-letter/ai-principles/

Informed

Users should actively engage in learning about the strengths and limitations of generative Al, and
commit to continuous learning about the field, which is rapidly developing and changing. Users
should seek to develop literacy in these tools, including understanding responsible, ethical, and
effective use of the tools.

Consider: Do you know enough about the topic to identify errors and inaccuracies in responses?
Do you know enough about the Al tool you’re intending to use to explain how you used it to a
colleague or student?

Ethical

The use of Al tools and content generated by them should be informed by ethical practice applied
to the choice of tool and the application for which it is used. The integrity of the academic mission
of the University depends on ethical use of technology. Users should preferentially seek and utilise
Al tools that have a demonstrated commitment to harmless, ethical, and safe applications,
transparency, and advancing positive outcomes for humanity and the planet.

Consider: Do you know enough about the company and their practices for training their Al models
to make an informed decision about whether they are acting ethically? What is their foundation
model transparency index score?

Equitable

Users should be aware of and take steps to minimise the impact of biases extant in generative Al
tools and their outputs, and the potential for these tools to amplify existing biases. Additionally,
equity of access to these technologies should be considered, along with how the tool uses the data
of its users.

Consider: Does the Al tool you plan to use have known examples of bias? Does the company
actively try to reduce or minimise harmful biases in their product before releasing it? Have you tried
asking questions related to stereotypes to see what responses you get? What does the end user or
licence agreement say about how the company can use your data? Do you get better results with a
paid subscription over a free version, meaning that those who can afford to pay have an advantage
over those who cannot? How might use of this tool exclude or discriminate against groups of
people?

Accessible

Where used in the pursuit of our academic mission, generative Al tools and their outputs must
comply with the Accessibility for Ontarians with Disabilities Act (AODA).

Consider: Does the company have an accessibility statement or review available? Does it work in
an equivalent way on mobile devices? Have you checked the user interface with a free web
accessibility checker such as WAVE?
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Transparent

Wherever generative Al is used, users must clearly acknowledge the extent and type of use.
Wherever synthetically generated content is presented, it must be apparent that generative Al was
used in the process of developing that content. Additionally, users should preferentially choose
generative Al tools that demonstrate a commitment to transparency in their own practices,
including transparency in the development and training of the foundational models that underlie
them.

Consider: Would you be comfortable describing to colleagues how and why you used Al to support
this work? Have you reviewed the relevant Al-related policies for to the academic work you’re doing
(e.g. the journal/publisher policies, the granting agency policy, your syllabus, etc.)? Where Al is
considered acceptable to use, do you know how to appropriately acknowledge its use? Does the
company who created the Al tool have a commitment to transparency? What is their foundation
model transparency index score?

Sustainable

The use of generative Al has the potential to significantly impact environmental sustainability and
the University’s carbon footprint as a result of the energy, water, and other resources needed to
train and run these tools. As with all finite resources, users should be educated about the impact of
the use of those technologies on sustainability, and should use the services judiciously. Wherever
possible, users should preferentially select tools and models that have demonstrated a
commitment to sustainability.

Consider: As each interaction with an Al tool uses energy, water, and mineral resources, have you
considered whether you are using the Al tool in the most efficient way, with the least number of
prompts, and at the point in your work where it will be most helpful? Does the company who
created the Al tool publicly share their energy usage for model training? Does the company share
how they are attempting to minimise their environmental impact? Do you understand the potential
environmental impact of using this technology?

Legal

Use of generative Al must comply with all applicable laws and regulations (e.g. FIPPA, the Ontario
Human Rights Code, Copyright, the new Federal Government Policy on Sensitive Technology
Research and Affiliations of Concern etc.). Users should make reasonable efforts to ensure that
tools they adopt are not breaching any laws, and consider the liability that they or the University
may incur as a result thereof.

Consider: What does the company’s Privacy Policy and End User Agreement say (have you read it,
have you sought help to interpret the policy)? How are they able to use your data? Is it possible that
use of the tool would impact the rights of others?

Respect for privacy, security, and the intellectual property of others

Employees and students should not upload or share confidential, personal, private, health or
proprietary information with a generative Al tool unless a privacy and data security risk assessment
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has been completed for the specific tool. Do not upload work or data that is not your own to a
generative Al tool.

Consider: Is the information you are sharing with the Al tool yours to share (e.g. do you own the
rights to the information)? Is there any information in the content you intend to share that could be
considered private, personal, or confidential?

Digging deeper into the emerging legal and ethical implications of
generative Al

Generative Al applications offer great potential, but also come with a range of emerging concerns
and considerations that should be critically analyzed when deciding whether or how to use any of
these systems. There remain ongoing debates about the complex ethical landscape within which
these tools are embedded. The risks and opportunities should be weighed carefully in any decision
to use generative Al. Some of the key considerations include:

e Bias: Both generative Al and other Al systems potentially contain and may replicate
significant human biases that exist in their training data sets. They have the potential to
amplify societal biases and harmful stereotypes, and misrepresent or further marginalise
certain groups. This is largely the result of the data that each individual model is trained on,
and the method used to train and fine tune the model, so a working knowledge of these
features is an important element of Al literacy.

e Equitable access and accessibility: The most up-to-date and powerful commercial
generative Al tools may only be available in limited countries. There may also be
considerable cost to access the best tools, creating barriers to access for many people and
potentially disadvantaging those who cannot afford to pay for access.

o Data protection and privacy: Most commercial generative Al systems use the data of their
users to train, develop, enhance, and refine their models. This creates risks related to
privacy and intellectual property, especially when using unsupported and unvetted
systems. Additionally, the vast majority of the generative Al systems currently available are
in the start-up phase and may not have the experience or resources to adequately protect
user data and privacy. Users should not submit or upload private or sensitive information,
or personally identifiable information.

e Environmental footprint: Training Al models on large data sets requires significant
computing resources, which in turn consume significant amounts of energy and water, and
emit a large volume of carbon equivalents into the atmosphere, contributing to climate
change. As more and more people use these tools, they consume an increasing amount of
energy and resources. It is possible to train models more efficiently, on smaller and more
targeted data sets, using more efficient processors, and in ways that minimise harm to both
humans and the environment, and some companies are actively attempting to achieve
these goals.

e Copyright infringement: There is an ongoing academic and legal debate over the
relationship between generative Al and copyright. A recent submission by legal scholars
from UWindsor and other Canadian institutions (Craig et al., 2021) to the Canadian Federal
government’s Consultation on a Modern Copyright Framework for Artificial Intelligence and



the Internet of Things recommended that the training of Al models through Text Data Mining
(TDM) be included in the fair dealing doctrine and considered to not infringe on copyright.
They further argued that works created solely through using generative Al were not
protected under the Copyright Act as authorship holds preconditions of human original
expression, and that Al generated content should remain in the public domain. They point
out the risks if Al models can only be trained on public domain data, including that this
limited data set would potentially be “obsolete, incomplete, exclusionary, and
unrepresentative, and which fails to reflect contemporary information and social values.”
(ibid, p.3). It would also mean that only those with access to considerable resources would
be able to participate in creating Al tools due to the burden of having to get copyright
clearance for all content in the training dataset. Users should not upload or submit content
for which they do not own the copyright (including student or instructor IP and other
copyright works) to generative Al tools.

Exploitation of human labour in the supply chain: Al models are often trained using a
technique called Reinforcement Learning from Human Feedback (RLHF), which utilises
human feedback to rate the output or behaviour of the model for similarity to human
preferences. It can help ensure that the models do not return potentially harmful content to
requests. Unfortunately, the humans that do this work are sometimes exposed to content
that harms them, and this work is often outsourced to highly vulnerable and marginalised
labour (e.g. Perrigo, 2023; Williams, Micelli and Gebru, 2022). While this practice is
widespread in the software industry beyond generative Al tools, it has recently gained
attention with Al companies using contract labour in these conditions. It is often difficult to
ascertain the training approach of models unless they are openly released, so it is equally
as important not to assume that these challenges apply to all generative Al models asitis to
critically consider this as a possibility. For example, while OpenAl’s ChatGPT models use
RLHF to fine tune the model for outputs that are ‘preferable’ to humans, Anthropic’s Claude
model uses a potentially more ethical constitutional approach to tune the model for
responses that are ‘helpful, honest, and harmless.’

Accountability, misinformation, and potential for disinformation: By using most
generative Al models, the end user (i.e. faculty, staff, or students) assumes responsibility for
the output and any use of that output as part of the terms of use. In this way, the company
behind the technology is not accountable for the use of their tools. With the considerable
risk of generative Al being used to generate misinformation or disinformation, lack of vendor
accountability for the content their tools create remains a challenge in most jurisdictions.
Colonial power, political economy: Al systems have the potential to reinforce colonial
perspectives, depending on the data used and approach to training and fine-tuning of the
models. They are often capable of addressing this issue, but usually require more specific
and detailed prompts to avoid creating content that represents colonial or stereotypical
perspectives.

Academic Integrity: Itis already possible to use generative Al to produce all or part of a
work for academic purposes; whether that is journal article, an essay, image, music, video,
computer code, or combinations of these, and the quality of these outputs will continue to
improve. For students, the University’s Student Code of Conduct states that use of
unauthorized aids, as specified by an instructor or faculty/departmental policy, constitutes
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cheating and is subject to discipline under Bylaw 31. Students are also required to
acknowledge when content submitted for evaluation was not created by themselves.
Bylaws 54 and 55 require instructors to clarify in their course syllabi whether and how
generative Al can be used in their courses.

Research integrity: Integrity in the practice of research is critical. While the actions of
student researchers are addressed in the Student Code of Conduct, the actions of faculty
are governed by Article 60 of the WUFA Collective Agreement (Ethical Conduct of
Research). Some relevant elements of the latter include the definition of Intellectual
Property as “...a product of the intellect to which the generator(s) may legitimately claim
legal rights.” There remain questions over whether content created by generative Al at the
prompt of a human is intellectual property over which the prompter could claim legal rights.
In certain circumstances, the use of generative Al may be considered misconduct by
“fabrication, falsification or plagiarism”. In their supervisory role in research projects,
Principal Investigators are also ultimately responsible for the conduct of their research staff
and students.

Detecting the use of generative Al: Software claiming to be able to detect generative Al-
created content must not be used on student work in an attempt to prove use of these
tools. Independent research has consistently shown that such software is inaccurate and
unreliable, and demonstrates biases against non-native English speakers. In addition,
submitting students’ or colleagues’ work to these applications without their consent raises
ethical and privacy concerns, as this gives their intellectual property to the Al company
providing the detection tool, and their work then becomes part of the data training the
model. Research also shows that most humans are unable to reliably detect Al generated
content, but typically overestimate their ability to do so.

Authorship: Authorship as defined in copyright law requires a physical person. For that
reason, works entirely created through generative Al cannot be credited to an author and
protected by copyright law. Additionally, most publishers do not recognise generative Al as
an author as they argue that these tools cannot take authorial responsibility for the work.
The Committee on Publication Ethics (COPE) provides useful guidance in their position
statement on Al and authorship (COPE, 2023).

Cognitive offloading: Generative Al tools may provide users with the ability to offload
cognitive tasks in ways that have not previously been possible, and the impact of this on
human knowledge creation and application is, as yet, unclear.

Choice: The decision to use generative Al or not should remain a choice, rather than a
requirement. Individuals will have different levels of tolerance, acceptance, adoption rates,
expectations for, and reactions to new and emerging technologies, and those should be
respected.

Generative Al in the disciplines: Disciplinary differences and norms, and departmental
cultures will vary with respect to acceptable use of generative Al. Each discipline needs to
grapple with what generative Al can and cannot, should and should not be able to do within
their disciplinary context.

Research implications: Generative Al has the potential to heavily impact research and
data analysis practices. The same lens of criticality should be applied to incorporating it in
research as itis for teaching and other academic practices. Generative Al tools can assist in
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literature reviews and searches, data analysis and visualisation, grant writing, research
writing, and more, but the principles for generative Al use, and any restrictions of funders
should be applied.

Key definitions and terms

Academic Integrity: Conducting academic pursuits according to the values of honesty,
fairness, trust, and respect, and taking responsibility for one’s academic work and
commitments.

Artificial Intelligence (Al): A term coined by McCarthy (1955) originally defined as “the
science and engineering of making intelligent machines.” Today, the modern understanding
of Al emphasizes methods through which machines can learn and generate outputs such as
content, forecasts, or recommendations for human-defined objectives. Google describes
Al as “...a field of science concerned with building computers and machines that can
reason, learn, and act in such a way that would normally require human intelligence or that
involves data whose scale exceeds what humans can analyze.”

Artificial General Intelligence (AGI) (sometimes General(ized) Artificial Intelligence): A
type of artificial intelligence (Al) that that matches or surpasses human capabilities across a
wide range of cognitive tasks (Heaven, 2023). This is different from narrow Al, which is designed
to address a particular set of tasks. Google, OpenAl, and Anthropic, among others, are all
working towards development of AGI.

Generative Artificial Intelligence (Al): Technology that creates human-like content —
including text, images, video, audio, music, and computer code — by identifying patterns in
large quantities of training data, and then creating original material that has similar
characteristics. Examples include ChatGPT for text and DALL-E for images (Pasick, 2023).
Generative Al misconduct: The misuse or unauthorised use of Generative Al tools
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