
[DRAFT FOR WORKSHOP AT WE ROBOT 2025; PLEASE DO NOT 
CITE OR CIRCULATE OUTSIDE THE CONFERENCE] 

 
BEYOND ALGORITHMIC DISGORGEMENT: REMEDYING 

ALGORITHMIC HARMS 

Christina Lee* 

AI regulations are popping up around the world, and they mostly involve 
ex-ante risk assessment and mitigating those risks. But even with careful risk 
assessment, harms inevitably occur. This leads to algorithmic remedies: what 
to do once algorithmic harms occur, especially when traditional remedies are 
ineffective. What makes a particular algorithmic remedy appropriate for a 
given algorithmic harm? 

I explore this question through case study of a prominent algorithmic 
remedy: algorithmic disgorgement—destruction of models tainted by 
illegality. Since the FTC first used it in 2019, it has garnered significant 
attention, and other enforcers and litigants around the country and the world 
have started to invoke it. Alongside its increasing popularity came a 
significant expansion in scope. Initially, the FTC invoked it in cases where 
data was allegedly collected unlawfully and ordered deletion of models 
created using such data. The remedy’s scope has since expanded; regulators 
and litigants now invoke it against AI whose use, not creation, causes harm. 
It has become a remedy many turn to for all things algorithmic. 

I examine this remedy with a critical eye, concluding that though it looms 
large, it is often inappropriate. Algorithmic disgorgement has evolved into 
two distinct remedies. Data-based algorithmic disgorgement seeks to remedy 
harms committed during a model’s creation; use-based algorithmic 
disgorgement seeks to remedy harms caused by a model’s use. These two 
remedies aim to vindicate different principles underlying traditional remedies: 
data-based algorithmic disgorgement follows the disgorgement principle 
underlying remedies like monetary disgorgement and the exclusionary rule, 
while use-based algorithmic disgorgement follows the consumer protection 
principle underlying remedies like product recall. However, they often fail to 
live up to the principles. AI systems exist in the context of the algorithmic 
supply chain; they are controlled by many hands, and seemingly unrelated 
entities are connected to each other in complicated ways through complex 
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data flows. The realities of algorithmic supply chain means that algorithmic 
disgorgement is often a bad fit for the harm at issue and causes undesirable 
effects throughout the algorithmic supply chain, imposing burden on innocent 
parties while not imposing cost on the blameworthy; ultimately, algorithmic 
disgorgement undermines the principles it seeks to promote. 

From this analysis, I derive considerations for determining whether an 
algorithmic remedy is appropriate—the responsiveness of the remedy to the 
harm and the full impact of the remedy throughout the supply chain—and 
underscore the need for a diversity of algorithmic remedies. 
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INTRODUCTION 

Regulators around the world are grappling with artificial intelligence (AI) 
and creating new legal frameworks specifically aimed at regulating AI.1 This 
is perhaps unsurprising; AI has created a huge amount of economic value in 
the last several years,2 but it has also brought with it a host of algorithmic 
harms suffered by the masses. There is no shortage of examples of AI 
exhibiting biased behaviors. 3  AI has supercharged problems of 
nonconsensual pornography and other “deepfakes,” i.e., content in fact 
generated by AI but seeming strikingly real.4 Autonomous vehicles operated 
by AI systems have reportedly trapped passengers,5 or worse, injured and 
killed passers-by.6 Algorithmic harms occur even before an AI system is put 

 

1 E.g., Regulation 2024/1689 of the European Parliament and of the Council of 13 June 
2024 laying down harmonised rules on artificial intelligence and amending Regulations (EC) 
No 300/2008, (EU) No 167/2013, (EU) No 168/2013, (EU) 2018/858, (EU) 2018/1139 and 
(EU) 2019/2144 and Directives 2014/90/EU, (EU) 2016/797 and (EU) 2020/1828 (Artificial 
Intelligence Act), 2024 O.J. (hereinafter EU AI Act); Ingongjineung baljeongwa silloe giban 
josung deunge gwanhan gibonbeob [Basic Law on the Development of Artificial Intelligence 
and Establishment of Trust] (S. Kor); Colo. Rev. Stat. §§ 6-1-1701-6-1-1707 (2024). The 
South Korean law is often referred to as AI Basic Law. See Caitlin Andrews, South Korea's 
AI Basic Act puts another AI governance regulation on the map, IAPP (Jan. 16, 2025), 
https://iapp.org/news/a/south-korea-s-ai-basic-act-puts-another-ai-governance-regulation-
on-the-map. 

2 See Berger Thormundsson, Artificial intelligence (AI) market size worldwide from 
2020 to 2030, STATISTIA, https://www.statista.com/forecasts/1474143/global-ai-market-size 
(last accessed Jan. 6, 2025) (the market size for AI grew by almost $50 billion between 2023 
and 2024, and is projected to grow to over $827 billion by 2030). 

3 See, e.g., Kyra Wilson & Aylin Caliskan, Gender, Race, and Intersectional Bias in 
Resume Screening via Language Model Retrieval, 2024 PROCS. SEVENTH AAAI/ACM CONF. 
ON AI, ETHICS, AND SOC’Y 1578, 1584; Leonardo Nicoletti & Dana Bass, Humans are Biased. 
Generative AI is Even Worse, BLOOMBERG (June 9, 2023), 
https://www.bloomberg.com/graphics/2023-generative-ai-bias/. 

4 See Clara Duffy, Have you been targeted by non-consensual deepfake pornography?, 
CNN (July 25, 2024), https://www.cnn.com/2024/07/25/tech/non-consensual-deepfake-
pornography-callout/index.html. 

5 Hannah Wiley, Los Angeles man is trapped in circling Waymo on way to airport: ‘Is 
somebody playing a joke?’, LA TIMES (Jan. 5, 2025), 
https://www.latimes.com/california/story/2025-01-05/los-angeles-man-trapped-in-circling-
waymo-says-he-missed-his-flight-home. 

6 David Shepardson & Akash Sriram, US probes Tesla's Full Self-Driving software in 
2.4 mln cars after fatal crash, REUTERS (Oct. 18, 2024), 
https://www.reuters.com/business/autos-transportation/nhtsa-opens-probe-into-24-mln-
tesla-vehicles-over-full-self-driving-collisions-2024-10-18/. Tesla’s “Full Self-Driving” 
(FSD), despite the name, is not a true autonomous vehicle system, in that it requires a human 
driver to activate it mid-drive and a person is meant to be supervising the system at all times. 
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into use. AI relies heavily on access to lots of high quality data; without data, 
AI cannot exist.7 This increased importance of data and the value that data 
provides has led to companies trying to amass as much data as they can in 
service of developing AI at all costs, sometimes in ways that trample on 
privacy or other rights and run afoul of the law. In 2020, a New York Times 
article about a secretive startup called Clearview AI that scraped images of 
people’s faces from social networks to build a powerful facial recognition 
system used by law enforcement and other entities8  set off shockwaves, 
prompting lawsuits and fines from around the world.9 More recently, writers 
and other content creators were dismayed and outraged to learn that their 
works were likely used to train generative AI tools such as ChatGPT and 
Stability AI without their consent or providing any remuneration to them, 
prompting a host of lawsuits.10 The list goes on. Importantly, several aspects 
of algorithmic harms—Sylvia Lu points to ubiquity, intangibility, and 
aggregation—make them hard to regulate using traditional legal tools, 
necessitating new legal tools specifically designed to handle them.11 Hence, 
the new legal frameworks. 

Interestingly, most such frameworks approach the issue at hand as a risk 
regulation question of a particular kind, namely one of ex-ante self-
assessment of potential risks and mitigation of those risks.12 They are thin on 
post-market measures (with important exceptions) and civil recourse for what 
happens once a system is out in the world.13 The problem, though, is that even 
with all the risk mitigation tools in the world, harms occur. Risk regulation 
focuses on harms that are easily quantifiable; many algorithmic harms are not, 

 

Id. The accidents that prompted the probe occurred while the cars involved were controlled 
by the FSD system. Id. 

7 See infra Section III.A.  for a more detailed discussion. 
8 Kashmir Hill, The Secretive Company That Might End Privacy as We Know It, N.Y. 

TIMES (Jan. 18, 2020), https://www.nytimes.com/2020/01/18/technology/clearview-privacy-
facial-recognition.html. 

9 E.g., Kathleen Foody, Facial recognition startup Clearview AI settles privacy suit, AP 
NEWS (June 21, 2024), https://apnews.com/article/clearview-ai-facial-recognition-lawsuit-
settlement-5a99ded04630a4e94af01f9f3adf1e29; Robert Hart, Clearview AI—Controversial 
Facial Recognition Firm—Fined $33 Million For ‘Illegal Database’, FORBES (Sept. 3, 2024), 
https://www.forbes.com/sites/roberthart/2024/09/03/clearview-ai-controversial-facial-
recognition-firm-fined-33-million-for-illegal-database/. 

10 E.g., Complaint, New York Times v. OpenAI., No. 1:23-cv-11195 (S.D.N.Y. Dec. 27, 
2023); Complaint, Andersen v. Stability AI, No. 3:23-cv-201 (N.D. Cal. Jan. 13, 2023). 

11 Sylvia Lu, Regulating Algorithmic Harms, 77 FLA. L. REV., manuscript at 10, 54 
(forthcoming 2025). 

12 Margot E. Kaminski, Regulating the Risks of AI, 103 B.U.L. REV. 1347, 1379 (2023). 
13 Id. at 1388-89. 
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making them hard to adequately capture in risk assessment. 14  Some 
algorithmic harms are completely unforeseen at the time of model 
development and deployment, even to those intimately involved with the 
development process.15 Such harms can be accounted for only after they 
happen. 

This leads to algorithmic remedies: what to do when algorithmic harm 
occurs to make sure it does not reoccur, particularly when traditional 
remedies designed with only humans in mind fail due to the distinctive nature 
of algorithmic harms.16 Compared to the robust literature focusing on how to 
best regulate AI ex-ante,17  relatively little is written on what to do once 
algorithmic harm occurs.18 But remedy is critically important in defining 
contours of what is allowed under law in new contexts. Lauren Scholz, in 
discussing privacy remedies, lamented the separation of privacy regulatory 
issues from remedies as “privacy’s original sin.” 19  “Taking remedies 
seriously in the evaluation of privacy rights allows the law to enforce 
substantial cases of privacy infringement while limiting the impact of cases 
that are only marginal.” 20  Same applies to algorithmic harms. Just as 
determining what privacy remedies are appropriate gives contours to 
enforcement of privacy rights and helps balance privacy interests against 
other interests,21 knowing what kinds of algorithmic remedies are appropriate 
and when gives contours to how to weigh algorithmic harms against other 
interests. “It is critical to take remedies out of the shadows and into the center 
of the discussion of privacy rights,” per Scholz;22 the same can be said of 
algorithmic harms. So, how do we figure out what kind of algorithmic 
remedies are appropriate, and when? 

In this Article, I seek to answer this question by way of case study. 
Specifically, I look at an algorithmic remedy that has been around for a few 
years, one of the only novel remedies focusing squarely on algorithms to have 

 

14 Id. at 1398. 
15 Id. at 1366. 
16 See Mark A. Lemley & Bryan Casey, Remedies for Robots, 86 U. CHI. L. REV. 

1311, 1345 (2020) (“But the remedial mechanisms used to shape human behavior cannot 
be relied upon to do the same when machines, not people, engage in harmful conduct.”). 

17 See Kaminski, supra note 12, at 1367-68. 
18 There are, of course, notable exceptions, such as Lemley & Casey, supra note 16. 
19 Lauren H. Scholz, Privacy Remedies, 94 IND. L.J. 653, 682 (2019). As Dan Solove 

notes, privacy and AI issues are often inextricably tied to each other. See Daniel J. Solove, 
Artificial Intelligence and Privacy, 77 FLA. L. REV. 1, 6 (2025). 

20 Id. at 684 (citing Ruth Gavison, Privacy and the Limits of Law, 89 YALE L.J. 421 
(1980)). 

21 Id. at 661. 
22 Id. at 688. 



6 16 U.C. IRVINE. L. REV. ___ (forthcoming 2026) [7-Mar-25 

been successfully deployed to date: algorithmic disgorgement, 23  that is, 
destroying AI models tainted by illegality.24 It first appeared in the Federal 
Trade Commission’s (FTC’s) enforcement action against Cambridge 
Analytica in 2019. Cambridge Analytica was accused of collecting Facebook 
users’ data in a deceptive manner in violation of Section 5 of the FTC Act25; 
the FTC ordered Cambridge Analytica to delete any such data and, 
importantly, “any algorithms or equations derived from” the deceptively 
collected data.26 Since then, the FTC has used it in at least nine additional 
settlements.27 

Over the last few years, algorithmic disgorgement has garnered attention 
as a powerful remedy.28  Importantly, the FTC is no longer the only one 
deploying this tool; other enforcers such as state attorneys general and private 
litigants have started eyeing the tool and asking courts to order algorithmic 
disgorgement in various lawsuits, in the United States and abroad.29 Further, 
the use of algorithmic disgorgement has significantly expanded over the years 
not only in frequency but also in scope. Initially, the FTC used algorithmic 
disgorgement in actions where the alleged offense was that a company 
unlawfully collected data; the FTC would order the company to delete models 
trained on such data.30 But now, algorithmic disgorgement is being invoked 

 

23 Algorithmic disgorgement has also been referred to as algorithmic destruction, Tiffany 
C. Li, Algorithmic Destruction, 75 SMU L. REV. 479, 498 (2022), or model deletion, Jevan 
Hutson & Ben Winters, America’s Next “Stop Model!”: Model Deletion, 8 GEO. L. TECH. 
REV. 124, 128 (2024); Daniel Wilf-Townsend, The Deletion Remedy, 103 N.C.L. REV., 
manuscript at 4 (forthcoming 2025). This Article uses “algorithmic disgorgement” for two 
reasons: the Federal Trade Commission—the only enforcer to regularly make use of this tool 
to date—have referred to it as such, and to highlight the connection between algorithmic 
disgorgement and traditional disgorgement drawn out infra Part III. 

24 E.g., Rebecca Kelly Slaughter, Acting FTC Chairwoman, Keynote Address at the 
Future of Privacy Forum’s Annual Privacy Papers for Policymakers Event: Protecting 
Consumer Privacy in a Time of Crisis 2 (Feb. 10, 2021). 

25  Opinion of the Commission at 11-12, Cambridge Analytica, LLC, FTC File No. 
1823107, No. 9383 (F.T.C. Nov. 25, 2019) (hereinafter Cambridge Analytica Opinion). 

26 Final Order at 3-4, Cambridge Analytica, LLC, FTC File No. 1823107, No. 9383 
(F.T.C. Nov. 25, 2019) (hereinafter Cambridge Analytica Order). 

27 See infra Sections I.A-B. 
28 See Avi Gesser, Paul D. Rubin & Anna Gressel, Model Destruction – The FTC’s 

Powerful New AI and Privacy Enforcement Tool, DEBEVOISE DATA (Mar. 22, 2022), 
https://www.debevoisedatablog.com/2022/03/22/model-destruction-the-ftcs-powerful-new-
ai-enforcement-tool/ (calling algorithmic disgorgement a “potent remedy”); Maria Dinzeo, 
FTC Shows Willingness to Use Extreme Measures to Tame AI, LAW.COM (Aug. 10, 2023), 
https://www.law.com/corpcounsel/2023/08/10/ftc-shows-willingness-to-use-extreme-
measures-to-tame-ai/?slreturn=20250106180254 (calling algorithmic disgorgement “one of 
the most potent tools” that can be deployed against AI companies). 

29 See infra Section I.C.   
30 See infra Sections I.A. 
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in different contexts, where the alleged illegal behavior is not unlawful data 
collection. 31  A recent FTC enforcement action ordered algorithmic 
disgorgement following a different offense, though the target of algorithmic 
disgorgement remained algorithms trained on data collected in conjunction 
with the offending behavior as with previous algorithmic disgorgement 
orders. The FTC accused Rite Aid of unfairly using an AI system obtained 
from a third party, the use of which involved collecting data.32 The FTC 
ordered Rite Aid to delete any data collected or used in connection with the 
AI system and “any data, models, or algorithms derived in whole or in part 
therefrom” (which may be different from the model used in the system that 
was allegedly unfairly used) and request that any third parties who received 
the data do the same.33 Advocates, regulators, and litigants have pushed even 
further, considering algorithmic disgorgement to destroy AI models that are 
causing harm. 34 In short, algorithmic disgorgement has become a remedy 
considered by many for all things algorithmic. 

In this Article, I explore the question of when an algorithmic remedy is 
appropriate by studying algorithmic disgorgement. I examine this 
increasingly popular remedy with a critical eye, and determine that though it 
may loom large, it is ultimately a limited tool in dealing with algorithmic 
harms, inappropriate in many cases. I arrive at this conclusion by juxtaposing 
the aims of algorithmic disgorgement with the realities in which algorithmic 
disgorgement—indeed, any algorithmic remedy—operates. Algorithmic 
disgorgement has evolved into two distinct remedies. On one hand is data-
based algorithmic disgorgement, a remedy focused on harms occurring 
during a model’s creation, namely illegal collection of data that is then used 
to train a model. Data-based algorithmic disgorgement targets the models 
created using the ill-gotten data. On the other is use-based algorithmic 
disgorgement, a remedy focused on harms occurring through a model’s 
application after it has been created. Use-based algorithmic disgorgement 
targets models that are causing an unallowed impact in the world, regardless 
of the lawfulness of their creation. The two types of algorithmic disgorgement 
seek to adhere to distinct remedial principles underlying many areas of law 
and vindicate them in the context of algorithmic harms. Data-based 
algorithmic disgorgement seeks to vindicate the principles underlying 
traditional remedies like disgorgement and the fruit of the poisonous tree 

 

31 See infra Section I.D.   
32 See Complaint for Permanent Injunction and Other Relief at 35, F.T.C. v. Rite Aid 

Corp., No. 2:23-cv-05023 (E.D. Pa. Dec. 19, 2023) (hereinafter Rite Aid Complaint). 
33 Stipulated Order for Permanent Injunction and Other Relief at 13, F.T.C. v. Rite Aid 

Corp., No. 2:23-cv-05023 (E.D. Pa. Feb. 26, 2024) (hereinafter Rite Aid Order). 
34 See infra Section I.D.   
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doctrine; use-based algorithmic disgorgement seeks to vindicate the 
principles underlying remedies like product recall. Both types of algorithmic 
disgorgement—indeed, any algorithmic remedy—exists within the broader 
context of how AI systems are made and operated; AI systems are not 
singletons but complex systems with many component parts produced by 
“many hands,” with data flowing between multiple actors in the “algorithmic 
supply chain” in complicated ways.35  A single AI system often contains 
multiple components controlled by different entities. At the same time, a 
single AI model may affect multiple, seemingly unrelated AI systems. The 
realities of how algorithmic supply chain functions and the mechanics of 
algorithmic disgorgement, when combined, cause issues: in many cases, 
algorithmic disgorgement fails to promote the principles it seeks to promote. 
From the detailed analysis of algorithmic disgorgement and its limits, I distill 
lessons for determining proper algorithmic remedies. The remedy must match 
the harm, the full impact of a remedy throughout the supply chain must be 
considered, and there must be a diversity of remedy options on the table. 

Through this examination, this Article makes three contributions to the 
growing literature around algorithmic harms. First, this Article contributes to 
the existing literature around algorithmic disgorgement by highlighting and 
critically analyzing a newly emerging facet of algorithmic disgorgement—
use-based algorithmic disgorgement—that has to date been underanalyzed. 
Second, this Article foregrounds the implications of algorithmic supply chain 
in considering algorithmic disgorgement and algorithmic remedies more 
generally. Finally, this Article highlights and adds to the underexplored yet 
critical topic of algorithmic remedies: what to do when AI inevitably causes 
harms, particularly given the realities of the algorithmic supply chain. 

The rest of the Article proceeds as follows. Part I digs into the remedy of 
algorithmic disgorgement, discussing its origins and evolution. Part II 
explains that algorithmic disgorgement seeks to vindicate two traditional 
remedial principles in the context of AI harm: disgorgement principle and 
consumer protection principle. Part III explores the practical realities in 
which algorithmic remedies must operate: model development processes, 
algorithmic supply chain, and their “many hands” problems. Part IV reveals 
the shortcomings of algorithmic disgorgement given the realities of 
algorithmic supply chain. Part V finally takes a step back and synthesizes 
lessons for algorithmic remedies from these shortcomings of algorithmic 
disgorgement. 

 

35 Jennifer Cobbe, Michael Veale & Jatinder Singh, Understanding Accountability in 
Algorithmic Supply Chains, 2023 ACM CONF. ON FAIRNESS, ACCOUNTABILITY, AND 
TRANSPARENCY 1186, 1187. 
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I. ALGORITHMIC DISGORGEMENT’S EMERGENCE AND EXPANSION 

Algorithmic disgorgement is a type of algorithmic remedy that rose to 
prominence in the last few years. It is a blunt remedy: it seeks the destruction 
of an algorithm or a model. The FTC first introduced this remedy in 2019, 
under the chairmanship of Joseph Simons,36 and since then, it has become 
one of the FTC’s favorite tools in this arena, with the FTC employing it 
increasingly often and in different kinds of cases. Algorithmic disgorgement 
has now spread beyond the FTC; state enforcement agencies and private 
litigants alike have started seeking this remedy, and jurisdictions outside of 
the United States have started invoking it. In this Part, I trace this evolution 
and illuminate this significant expansion both in frequency and scope of 
algorithmic disgorgement. 

A.  Algorithmic Disgorgement’s Beginning and Rise to Prominence 

The FTC’s 2019 action against Cambridge Analytica is widely considered 
to be the first use of algorithmic disgorgement.37 The now-infamous company, 
through a Facebook app, collected profile information of the users who 
interacted with the app and their Facebook friends, collecting information of 
over 50 million Facebook users.38 The app claimed that it would not collect 
“any . . . identifiable information,” but collected Facebook User ID—a 
persistent, unique identifier for Facebook users—and other biographical 
information, which could be used to reidentify the users. 39  Cambridge 
Analytica reportedly used this information to, among other things, build 
“psychographic profiles” of potential voters to aid political campaigns.40 The 
FTC in 2019 filed an administrative complaint against the then-defunct 

 

36 See Cambridge Analytica Order, supra note 26, at 1. 
37 Li, supra note 23, at 499; Hutson and Winters, supra note 23, at 130; Wilf-Townsend, 

supra note 23, manuscript at 4. 
38 Complaint at 6, Cambridge Analytica, LLC, FTC File No. 1823107, No. 9383 (F.T.C. 

July 22, 2019) (hereinafter Cambridge Analytica Complaint); Matthew Rosenberg, Nicholas 
Confessore & Carole Cadwalladr, How Trump Consultants Exploited the Facebook Data of 
Millions, N.Y. TIMES (Mar. 17, 2018), 
https://www.nytimes.com/2018/03/17/us/politics/cambridge-analytica-trump-
campaign.html. 

39 Cambridge Analytica Complaint, supra note 38, at 6. 
40  Brian Resnick, Cambridge Analytica’s “psychographic microtargeting”: what’s 

bullshit and what’s legit, VOX (Mar. 26, 2018), https://www.vox.com/science-and-
health/2018/3/23/17152564/cambridge-analytica-psychographic-microtargeting-what. 
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company, 41  accusing it of violating Section 5 of the FTC Act by 
misrepresenting whether it collected users’ identifiable information.42 In the 
final order, the FTC ordered Cambridge Analytica to delete not only the data 
it had collected through this misrepresentation, but also “any information or 
work product, including any algorithms or equations, that originated, in 
whole or in part, from” the unlawfully collected data.43 Thus algorithmic 
disgorgement was born. 

The second FTC action for which the final order included algorithmic 
disgorgement followed a similar pattern. Everalbum (later Paravision) 
provided Ever, a mobile app for photo storage and organization, to 
consumers.44 In February 2017, Everalbum introduced a feature powered by 
facial recognition technology that would group stored photos by faces of 
people appearing on the photos and let users “tag” the individuals and identify 
them by name.45 Everalbum then allegedly used images and tags from those 
who had the feature enabled to develop its own facial recognition 
technologies.46 Everalbum turned on the feature for everyone by default and 
did not give users outside of Texas, Illinois, Washington State, and the 
European Union47 a way to opt out of the feature until April 2019, while 
stating on its website since July 2018 that having the face recognition feature 

 

41 See David Lumb, Cambridge Analytica is shutting down following Facebook scandal, 
ENGADGET (May 2, 2018), https://www.engadget.com/2018-05-02-cambridge-analytica-is-
shutting-down-following-facebook-scandal.html?guccounter=1. 

42 Cambridge Analytica Complaint, supra note 38, at 8. 
43 Cambridge Analytica Order, supra note 26, at 3-4. 
44 Complaint at 1, Everalbum, Inc., FTC File No. 1923172, No. C-4743 (F.T.C. May 6, 

2021) (hereinafter Everalbum Complaint) 
45 Id. at 2. 
46 Id. at 3-4. 
47  These jurisdictions were specified likely because they have heightened privacy 

protections for collection and use of biometric data. See 740 ILCS 14/15 (Illinois Biometric 
Information Privacy Act, effective since 2008); Tex. Bus. & Com. Code Ann. §503.001 
(Texas Capture or Use of Biometric Identifier Act, effective since 2009); 19 R.C.W. 375.020 
(Washington Biometric Privacy Protection Act, effective since 2017); Art. 9, Regulation 
2016/679, of the European Parliament and of the Council of 27 April 2016 on the Protection 
of Natural Persons with Regard to the Processing of Personal Data and on the Free Movement 
of Such Data, and Repealing Directive 95/46/EC (General Data Protection Regulation), 2016 
O.J. (L 119) 1 (European Union General Data Protection Regulation (“GDPR”), effective 
since 2018). The events in the complaint pre-date the California Consumer Privacy Act, the 
first state-level comprehensive privacy law in the United States. See Which States have 
Consumer Data Privacy Laws?, Bloomberg L. (Sept. 10, 2024), 
https://pro.bloomberglaw.com/insights/privacy/state-privacy-legislation-tracker/ 
(“California led the charge in being the first state to enact comprehensive data privacy 
legislation via the California Consumer Privacy Act (CCPA) . . . . which went into effect on 
Jan. 1, 2020 . . .”). 
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amounted to telling Everalbum “that it’s ok for [Everalbum] to use the face 
embeddings [that it collects by running face recognition on user photos] of 
the people in [the user’s] photos and videos.”48 

The FTC alleged that Ever, through its website statement, represented that 
it would “not us[e] face recognition unless the user enabled it or turned it on,” 
but gave most users no choice to turn it off, and that this amounted to 
deception that violated Section 5 of the FTC Act.49 In its final settlement with 
Everalbum, the FTC ordered Everalbum to, among other things, “destroy or 
delete” not only “all Face Embeddings derived from Biometric Information 
[Everalbum] collected from Users who have not, by that date, provided 
express affirmative consent for the creation of the Face Embeddings” but also 
“any Affected Work Product,” which the FTC defined to include “any models 
or algorithms developed in whole or in part using Biometric Information 
[Everalbum] collected from Users of the ‘Ever’ mobile application.”50 Then-
Commissioner Rohit Chopra celebrated this action, stating that it was 
noteworthy that Everalbum was ordered to “delete the facial recognition 
technologies enhanced by any improperly obtained photos,” which he 
characterized as “the fruits of its deception.”51 Again, as in the action against 
Cambridge Analytica, the FTC alleged that a company obtained personal 
data—here, face embeddings and tags—through deceptive means, and 
ordered deletion of algorithms trained on that data. 

In an article published shortly after the settlement, Commissioner 
Rebecca Slaughter quelled any doubt about whether the FTC planned to 
continue wielding algorithmic disgorgement in its enforcements, calling it 
“an innovative and promising remedy the FTC secured in recent enforcement 
actions.”52 In fact, the FTC accelerated its use of algorithmic disgorgement 
and started employing it even in the absence of any allegations of algorithms 
being trained on allegedly improperly gathered data. The FTC’s next foray 
into algorithmic disgorgement came in 2022, only about a year after 
Everalbum, in its settlement with WW Inc., formerly Weight Watchers 

 

48 Everalbum Complaint, supra note 44, at 2-3. 
49 Id. at 3. 
50 Decision and Order at 2, 4-5, Everalbum, Inc., FTC File No. 1923172, No. C-4743 

(F.T.C. May 6, 2021) (hereinafter Everalbum Order). 
51 Statement of Commissioner Rohit Chopra In the Matter of Everalbum and Paravision, 

Comm’n File No. 1923172 (Jan. 8, 2021). 
52 Rebecca Kelly Slaughter, Janice Kopec & Mohamad Batal, Algorithms and Economic 

Justice: A Taxonomy of Harms and a Path Forward for the Federal Trade Commission, 23 
YALE J.L. & TECH. (SPECIAL ISSUE) 1, 5-6 (2021). 
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International.53 Kurbo Health, which became a wholly owned subsidiary of 
WW, operated a “weight-management and tracking service for use by 
children ages eight and older, teenagers, and families.”54 The FTC alleged 
that the program collected personal information from children without giving 
proper notice to or getting verifiable consent from their parents and retained 
information even after it was no longer necessary, 55  in violation of the 
Children’s Online Privacy Protection Act of 1998 (“COPPA”). 56 In its final 
settlement, the FTC ordered algorithmic disgorgement using language very 
similar to that used in the Everalbum settlement. WW was ordered to “destroy 
all Personal Information Collected through the Kurbo Program by 
Defendants from accounts that have not, by that date, received direct notice 
and provided Verifiable Parental Consent” and to “delete or destroy any 
Affected Work Product,” defined as “any models or algorithm developed in 
whole or in part using Personal Information Collected from Children through 
the Kurbo Program.”57 

In 2023, the FTC further accelerated its use of algorithmic disgorgement, 
with three settlements making use of algorithmic disgorgement during that 
year. In fact, the first two of the three—Edmodo and Ring—were announced 
within days of each other.58 Edmodo, an online education platform provider, 
allegedly collected and used children’s data without direct notice to parents 
or obtaining verifiable parental consent, 59  and was ordered to destroy 
improperly collected personal data as well as “any Affected Work Product,” 

 

53 Stipulated Order for Permanent Injunction, Civil Penalty Judgment, and Other Relief 
at 8, United States v. Kurbo Inc., No. 3:22-cv-00946 (N.D. Cal. Mar. 3, 2022) (hereinafter 
WW Order). 

54 Complaint for Permanent Injunction, Civil Penalties, and Other Equitable Relief at 6, 
United States v. Kurbo Inc., No. 3:22-cv-00946 (N.D. Cal. Feb. 16, 2022). 

55 Id. at 13-14. 
56 15 U.S.C. §§ 6501-08. 
57 WW Order, supra note 53, at 2, 8. 
58 The action against Edmodo was announced on May 22, 2023, Press Release: FTC 

Says Ed Tech Provider Edmodo Unlawfully Used Children’s Personal Information for 
Advertising and Outsourced Compliance to School Districts, FED. TRADE COMM’N (May 22, 
2023), https://www.ftc.gov/news-events/news/press-releases/2023/05/ftc-says-ed-tech-
provider-edmodo-unlawfully-used-childrens-personal-information-advertising, and the 
action against Ring on May 31, 2023, Press Release: FTC Says Ring Employees Illegally 
Surveilled Customers, Failed to Stop Hackers from Taking Control of Users' Cameras, FED. 
TRADE COMM’N (May 31, 2023), https://www.ftc.gov/news-events/news/press-
releases/2023/05/ftc-says-ring-employees-illegally-surveilled-customers-failed-stop-
hackers-taking-control-users. 

59 Complaint for Permanent Injunction, Civil Penalties, and Other Equitable Relief at 
16-17, United States v. Edmodo, LLC, No. 3:23-cv-02495 (N.D. Cal. May 22, 2023). 
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defined similarly as in WW.60  As for the settlement with Ring, the FTC 
alleged that Ring acted deceptively when Ring “represented [. . .] that [Ring] 
took reasonable steps to ensure that Ring cameras are a secure means to 
monitor private areas of consumers’ homes” in its marketing material when 
Ring did not take such steps and effectively gave “unfettered access to live 
streams and stored videos of customers in their bedrooms, their bathrooms, 
their children’s nurseries, and elsewhere in and outside of their homes” to 
“hundreds of Ring employees and third-party contractors” without 
adequately disclosing this fact or obtaining meaningful consent.61 Ring was 
ordered to “delete or destroy all Pre-March 2018 Covered Recordings,” 
“delete or destroy all Face Embeddings collected before March 1, 2018,” and 
“delete or destroy any Affected Work Product,” defined similarly as in 
settlement orders discussed above.62 

This increased use of algorithmic disgorgement did not go unnoticed, 
with scholars and reporters alike commenting on this novel tool in the FTC’s 
toolkit. Tiffany Li called algorithmic disgorgement “radical”;63 Bloomberg 
Law’s reporting declared that the FTC was “boldly go[ing] where it had not 
gone before,” with algorithmic disgorgement being “what might just be the 
FTC’s most powerful weapon in policing the AI industry.”64  The FTC’s 
message through this series of actions was clear: the use of algorithmic 
disgorgement will continue. 

B.  Algorithmic Disgorgement’s Expansion: Rite Aid 

In December 2023, the FTC made news by announcing its first-ever 
enforcement action in which the agency alleged that the way a company used 
an AI system was unfair under Section 5 of the FTC Act.65 In 2018, Rite Aid 

 

60 Stipulated Order for Permanent Injunction and Civil Penalty Judgment at 3, 12-13, 
United States v. Edmodo, LLC, No. 3:23-cv-02495 (N.D. Cal. June 27, 2023). 

61 Complaint for Permanent Injunction and Other Relief at 9, 18, F.T.C. v. Ring LLC, 
No. 1:23-cv-1549 (D.D.C. May 31, 2023). 

62 Stipulated Order for Injunction and Monetary Judgment at 2, 7, F.T.C. v. Ring LLC, 
No. 1:23-cv-1549 (D.D.C. June 16, 2023). 

63 Li, supra note 23, at 498. 
64 Mary Ashley Salvino, Analysis: FTC Aims to Boldly Go Where AI, Privacy Risk 

Converge, BLOOMBERG L. (Nov. 6, 2023), 
https://www.bloomberglaw.com/bloomberglawnews/bloomberg-law-
analysis/X1GQTPL0000000?bna_news_filter=bloomberg-law-analysis#jcite. 

65 See Cobun Zweifel-Keegan, Biased AI systems face the music: Analyzing the FTC’s 
Rite Aid enforcement, IAPP (Dec. 20, 2023), https://iapp.org/news/a/biased-ai-systems-face-
the-music-analyzing-the-ftcs-rite-aid-enforcement. This is in contrast to enforcement actions 
like the Everalbum action; there was an AI system involved as well, but alleged illegality 
was deceptive representations around data collection. See Everalbum Complaint, supra note 
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acquired facial recognition technology from two third-party vendors and 
started using them in their retail locations in multiple cities across the country 
“to identify patrons that it had previously deemed likely to engage in 
shoplifting and other criminal behaviors.”66 To do so, Rite Aid “create[d] an 
enrollment database of images of individuals whom Rite Aid considered 
‘persons of interest’” along with some additional information about the 
individuals to the extent known.67 Then, employees would get an alert if the 
system identified a match between a person seen by a security camera in one 
of the locations and an individual on the enrollment database.68 The FTC 
alleged that Rite Aid, in implementing this capability across its stores, “failed 
to take reasonable measures to prevent harms to consumers.” The complaint 
calls out a number of different failures on Rite Aid’s part: failure to consider 
and address risks to consumers from false positives, including increased risks 
to certain demographics such as people of color and women, in deploying the 
facial recognition system; failure to test for accuracy of the system before 
deployment; failure to enforce image quality control in the use of the system; 
failure to train and oversee employees on how to appropriately use the system; 
failure to monitor, assess, or test the results from the system after the system 
was deployed; failure to verify the accuracy of the alerts generated by the 
system; failure to keep track of the false positive results; and failure to remedy 
problematic enrollments that generated numerous false positives. 69  As a 
result, the system allegedly generated egregious results, such as a Black 
woman being stopped because the system matched her image with an 
enrollment image for an individual described as “a white lady with blonde 
hair,” triggering match alerts for a single enrolled face image across 
California, Michigan, and New York within a 24-hour period, and an 
employee stopping and searching a child based on a false positive.70 

The FTC alleged that Rite Aid’s failure to “tak[e] reasonable steps to 
address the risks that their deployment of” the facial recognition system 
violated the FTC Act’s prohibition of unfair acts or practices. 71  In the 
settlement with Rite Aid, the FTC, in addition to barring Rite Aid from using 
facial recognition technology for five years, ordered Rite Aid to “delete or 
destroy all photos and videos of consumers collected in connection with the 

 

44, at 3. The FTC also alleged in the complaint that Rite Aid violated a consent order Rite 
Aid entered into with the FTC in 2010 regarding information security program, Rite Aid 
Complaint, supra note 32, at 35; this Article focuses only on the unfair use of AI claim. 

66 Rite Aid Complaint, supra note 32, at 1-2. 
67 Id. at 6. 
68 Id. at 2. 
69 Id. at 10-11. 
70 Id. at 13, 22, 24. 
71 Id. at 35. 
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operation of a Facial Recognition or Analysis System prior to the effective 
date of this Order, and any data, models, or algorithms derived in whole or 
part therefrom” and instruct any third party that received the photos or videos 
from Rite Aid to also delete the data, models, or algorithms derived from that 
data.72 

This settlement captured many observers’ attention as the first instance of 
the FTC using its Section 5 authority prohibiting unfair acts and practices 
against a company for using AI in an unfair and discriminatory manner.73 It 
is also significant in the FTC’s algorithmic disgorgement framework. It is the 
first algorithmic disgorgement order not predicated on unlawful collection of 
data. The FTC’s complaint against Rite Aid did not directly allege that data 
was collected illegally, just that an AI system was used in a way that 
amounted to a violation of the FTC Act.74 The algorithmic disgorgement 
portion of the consent order, in turn, targeted any models or algorithms 
derived from the data collected in conjunction with this unfair use, 75 which 
may or may not be the model that was used in the unlawful manner. The list 
of Rite Aid’s numerous failures that contributed to the FTC’s determination 
that Rite Aid’s use of facial recognition system was unfair does not involve 
any unlawful behavior in how Rite Aid obtained the images that were used in 
its facial recognition system.76 Rather, the FTC’s complaint focused on how 
Rite Aid used the facial recognition system in a way likely to harm 
consumers.77 The FTC’s use of algorithmic disgorgement here follows the 
data that was collected in connection with how Rite Aid used the facial 
recognition system.78 The theory behind the use of algorithmic disgorgement, 
then, must be the following: facial recognition was used, and data was 
collected for the facial recognition system to be operated. Though the use of 
facial recognition systems is not unlawful in general, how Rite Aid used the 
system was. Therefore, the data collected in connection with this system, as 
well as any models or algorithms created using that data (which may not be 
the model that was used in the facial recognition system) must go. The fatal 
flaw of the model(s) to be disgorged, if any such models existed, was not the 
fact that the collection of the data used to train the model was illegal, but that 

 

72 Rite Aid Order, supra note 33, at 6. 
73 See, e.g., Erin K. Earl, Janis Kestenbaum & Saroop Sandhu, FTC Signals Tough Line 

in First AI Discrimination Case Under Section 5, PERKINS COIE (Jan. 11, 2024), 
https://perkinscoie.com/insights/update/ftc-signals-tough-line-first-ai-discrimination-case-
under-section-5. 

74 See Rite Aid Complaint, supra note 32, at 35. 
75 See Rite Aid Order, supra note 33, at 6. 
76 See Rite Aid Complaint, supra note 32, at 10-11. 
77 See id. 
78 See Rite Aid Order, supra note 33, at 6. 
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the data was collected to facilitate an unlawful behavior. This sets this 
enforcement action apart from all the previous enforcement actions in which 
algorithmic disgorgement was ordered, which all included allegations that 
data was unlawfully obtained and targeted models trained on unlawfully 
obtained data. This shows the FTC’s expanding view of algorithmic 
disgorgement as a remedy and the kinds of harms that may lead the FTC to 
order algorithmic disgorgement. 

Another notable aspect of the Rite Aid enforcement action is the reach of 
algorithmic disgorgement. For the first time in any consent orders including 
algorithmic disgorgement, the FTC ordered Rite Aid to instruct any third 
parties that received the tainted data from Rite Aid to delete the data as well 
as any models or algorithms trained on that data.79 Any party connected with 
Rite Aid by the flow of tainted data is implicated in this portion of the FTC’s 
order.80 This also shows an expansive view of algorithmic disgorgement; any 
models connected to data tainted by some illegality are now in the crosshairs, 
even if the keeper of the model is not the one directly committing the wrong 
leading to algorithmic disgorgement. 

Though the FTC has not yet announced another enforcement action 
alleging a violation of the FTC Act on the basis of unfair use of AI since Rite 
Aid, the FTC has indicated that this action is only the beginning.81 Since Rite 
Aid, the FTC has continued ordering algorithmic disgorgement with 
increasing frequency in enforcement actions where it alleged that companies 
unlawfully collected data, announcing three settlements including 
algorithmic disgorgement in 2024.82 In two of the three enforcement actions, 

 

79 Rite Aid Order, supra note 33, at 6. 
80 It is unclear what would happen if the third parties say no in response, as they are not 

parties to the settlement. One possibility is that Rite Aid’s demands, if ignored or flouted by 
the third parties, could serve as a hook for an FTC enforcement against the third parties 
themselves, as the FTC must be kept in the loop regarding these demands, see Rite Aid Order, 
supra note 33, at 6-7. The FTC must think that there is some value in sweeping in third 
parties in its settlements; several of its most recent algorithmic disgorgement orders reach 
third parties, as discussed here and infra note 83 and corresponding text. 

81 See Statement of Commissioner Alvaro M. Bedoya on FTC v. Rite Aid Corporation 
& Rite Aid Headquarters Corporation Comm’n File No. 2023-3190 (Dec. 19, 2023) (“This 
case is part of a broader trend of algorithmic unfairness . . . I am proud that this Commission 
is moving to confront it”); Press Release: FTC Announces Crackdown on Deceptive AI 
Claims and Schemes, FED. TRADE COMM’N (Sept. 25, 2024) (“action against multiple 
companies that have relied on artificial intelligence as a way to supercharge deceptive or 
unfair conduct that harms consumers” and that these actions build on previous AI-related 
enforcement actions including Rite Aid). All but one of the actions against AI companies 
announced on September 25, 2024, were supported by all five commissioners from both 
sides of the aisle. Id. 

82 Decision at 6, Avast Ltd., FTC File No. 2023033, No. C-4805 (F.T.C. June 26, 2024) 
(hereinafter Avast Order); Joint Stipulation for Order for Permanent Injunction, Monetary 
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the FTC ordered the company that is party to the settlement to instruct third 
parties to delete data the company unlawfully collected then disclosed to the 
third parties, including models and algorithms derived in the list of what third 
parties must delete in one of them. 83  The latest string of settlements 
employing algorithmic disgorgement starting with Rite Aid makes it clear 
that the FTC’s use of algorithmic disgorgement is no longer limited to cases 
where companies allegedly collected data improperly and no longer limited 
to the party who committed the illegal act. 

C.  Algorithmic Disgorgement Beyond the FTC 

To date, the FTC is the only enforcement agency in the United States that 
has successfully deployed algorithmic disgorgement in its enforcement 
actions. In all but one FTC enforcement actions discussed above, algorithmic 
disgorgement became part of the FTC’s final order following a settlement, 
meaning the companies subject to algorithmic disgorgement negotiated and 
agreed with the FTC.84 However, this is changing. Perhaps in recognition of 
the doubts posed by some commentators regarding whether the FTC would 
have the authority to order algorithmic disgorgement should a company 
decline to agree to a settlement involving algorithmic disgorgement,85 the 
FTC indicated in its advance notice of proposed rulemaking on commercial 
surveillance and data security published in 2022 that it is considering 
formalizing the remedy in regulation.86 

More importantly, entities beyond the FTC are taking note of this remedy 
as something they may be able to use as well, indicating that algorithmic 
disgorgement’s future is no longer tethered to the FTC’s authority or 

 

Judgment, Civil Penalty Judgment, and Other Relief Against Defendant Cerebral, Inc. at 34, 
United States v. Cerebral, Inc., No. 1:24-cv-21376 (S.D. Fla. Apr. 15, 2024) (hereinafter 
Cerebral Order); Decision and Order at 12, X-Mode Social, Inc., FTC File No. 2123038, No. 
C-4802 (F.T.C. Apr. 11, 2024) (hereinafter X-Mode Order). 

83 Avast Order, supra note 82, at 6; Cerebral Order, supra note 82, at 35. 
84 The one exception is the Cambridge Analytica order, which was a summary decision 

unopposed by the respondent. See Cambridge Analytica Order, supra note 26, at 1. The 
company had been defunct by the time the FTC filed its complaint against Cambridge 
Analytica in 2019. See Sasha Ingber, Cambridge Analytica Is Shutting Down After Facebook 
Data Controversy, NPR (May 2, 2018), https://www.npr.org/sections/thetwo-
way/2018/05/02/607782799/cambridge-analytica-is-shutting-down-after-facebook-data-
controversy. 

85  See Wilf-Townsend, supra note 23, manuscript at 23 (citing Joshua A. Goland, 
Algorithmic Disgorgement: Destruction of Artificial Intelligence Models As the FTC’s 
Newest Enforcement Tool for Bad Data, 29 RICH. J.L. & TECH. 1, 27 (2023)). 

86  Trade Regulation Rule on Commercial Surveillance and Data Security (advance 
notice of proposed rulemaking), Fed. Trade Comm’n, 87 Fed. Reg. 51273, 51285 (Aug. 22, 
2022) (hereinafter Commercial Surveillance ANPR). 
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willingness to pursue this remedy. As Danielle Citron noted, the FTC’s 
privacy policymaking tends to have influence far beyond just the FTC, and 
other enforcers around the country often look to the FTC for inspiration and 
guidance,87 and algorithmic disgorgement seems no exception. Proponents of 
algorithmic disgorgement have urged other federal and state agencies to take 
up this remedy,88 and indeed, at least one state has started invoking it. When 
Texas sued Meta in 2022 for allegedly violating Texas’s Capture Or Use Of 
Biometric Identifier Act by “captur[ing] Texans’ biometric identifiers without 
consent” by running facial recognition software on photos uploaded to 
Facebook without first obtaining affirmative consent, Texas sought 
algorithmic disgorgement, asking the court to order Meta to “[d]estroy any 
neural network or algorithm trained or improved using biometric identifiers 
unlawfully captured in Texas.”89 Though the case ended in a settlement which 
did not include algorithmic disgorgement,90 the fact that it was sought in the 
first instance is significant, as previous lawsuits against Meta for similar 
conducts had not sought this remedy. The class action lawsuit brought in 2015 
against then-Facebook for the same conduct under the Illinois Biometric 
Information Protection Act, referenced in the Texas complaint, did not 
mention algorithmic disgorgement as a relief sought in the complaint, and 
neither did the FTC’s settlement with then-Facebook regarding its 
misrepresentations related to Facebook’s facial recognition technology.91 

Private litigants are also eyeing the remedy. In the last few years, a 
number of writers and creators have sued generative AI developers, alleging 
that the model makers used material copyrighted by the plaintiffs to train their 
models in violation of the plaintiffs’ copyright; several such lawsuits seek 
algorithmic disgorgement.92 A recent lawsuit filed by a mother who argued 
that a chatbot company’s service was to blame for her son’s suicide asked for 
algorithmic disgorgement for a number of different counts, including the 
claim that the company “used the abuse and exploitation of [the son] to train 

 

87 Danielle Keats Citron, The Privacy Policymaking of State Attorneys General, 92 
NOTRE DAME L. REV. 747, 755 (2016). 

88 Hutson & Winters, supra note 23, at 138-140. 
89 Plaintiff’s Petition at 3, 20-21, 25, Texas v. Meta, No. 22-0121 (County Ct. Feb. 14, 

2022); Wilf-Townsend, supra note 23, manuscript at 17. 
90 Agreed Final Judgment, Texas v. Meta, No. 22-0121 (County Ct. July 30, 2022). 
91 See Consolidated Class Action Complaint at 15-16, Licata v. Facebook Inc., No. 3:16-

cv-03747 (N.D. Cal. Aug. 28, 2015); Complaint for Civil Penalties, Injunction, and Other 
Relief at 6, United States v. Facebook Inc., No. 1:19-cv-02184 (D.D.C. Jul. 24, 2019); 
Decision and Order at 8, Facebook, Inc., FTC File No. 1823109, No. C-4365 (F.T.C. Jul. 24, 
2019) (hereinafter Facebook Order). 

92 Wilf-Townsend, supra note 23, manuscript at 18 (citing Pamela Samuelson, How to 
Think About Remedies in the Generative AI Copyright Cases, LAWFARE (Feb. 15, 2024)). 
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its product” and that the company took from the son “his most intimate 
personal data” that he “did not know or have any way to understand what 
Defendant took from him” to train its models.93 

Algorithmic disgorgement is attracting attention outside of the United 
States, as well. In December 2024, the European Data Protection Board 
(EDPB) stated that an action national enforcers of the GDPR could take “to 
remediate the unlawfulness of” processing of personal data in developing AI 
models may include “ordering the erasure of . . . the AI model itself” 
depending on the circumstances.94 In January 2025, the Personal Information 
Protection Commission of South Korea, finding that KakaoPay and Apple 
Pay had transferred personal information of approximately 40 million 
KakaoPay users to Alipay without proper user consent and that Alipay had 
used that data to establish a model that rates a user’s likelihood of having 
insufficient funds, fined KakaoPay and Apple Pay and ordered Alipay to 
destroy the model created using illegally obtained data. 95  Algorithmic 
disgorgement is spreading beyond the FTC not only to other enforcers and 
private litigants in the United States but across the world. 

D.  Two Algorithmic Disgorgements: Data-Based vs. Use-Based 

The invocations of algorithmic disgorgement discussed so far have 
focused on the provenance of the model, what I call data-based algorithmic 
disgorgement. With data-based algorithmic disgorgement, models to be 
disgorged are models whose training data was somehow tainted. What the 
model was meant to do is largely irrelevant. However, there are calls for a 
new kind of algorithmic disgorgement, one that looks at the impact of a model 
once it has been created, rather than how the model came to be. Advocates of 
the remedy are calling for what I call use-based algorithmic disgorgement: 
using algorithmic disgorgement against models whose use is causing harm in 

 

93 First Amended Complaint for Wrongful Death and Survivorship, Negligence, Filial 
Loss of Consortium, Violation of Florida’s Deceptive and Unfair Trade Practices Act, Fla. 
Stat. Ann. § 501.204, et seq., and Injunctive Relieve at 108-10, Garcia v. Character 
Technologies, Inc., No. 6:24-cv-01903 (M.D. Fla. Nov. 9, 2024) (hereinafter Character.AI 
Complaint). As discussed infra Section I.D.  , this lawsuit invokes algorithmic disgorgement 
both on the basis of the targeted model being tainted by tainted data and on the basis that the 
model was causing harm to users. 

94  Opinion 28/2024 on certain data protection aspects related to the processing of 
personal in the context of AI models, EUR. DATA PROT. BD. 31 (Dec. 17, 2024), 
https://www.edpb.europa.eu/system/files/2024-12/edpb_opinion_202428_ai-models_en.pdf. 

95 Kevin Lee, KakaoPay and Apple Pay Fined $5.8 Million Over Privacy Violations in 
South Korea, KOREA BIZWIRE (Jan. 23, 2025), http://koreabizwire.com/kakaopay-and-
apple-pay-fined-5-8-million-over-privacy-violations-in-south-korea/304605. 
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the world, regardless of whether the underlying data is tainted or not.96 For 
instance, if a model displays a discriminatory behavior, that model would be 
targeted for destruction, regardless of how it was trained.97 

Use-based algorithmic disgorgement, though it shares the same 
mechanics as data-based algorithmic disgorgement—ordering destruction of 
a trained AI model or algorithm—is a significant departure from data-based 
algorithmic disgorgement. Data-based algorithmic disgorgement is 
concerned with how the model to be disgorged came to be, irrespective of its 
impact in the world; it seeks to remedy algorithmic harm inflicted in the 
process of the AI system’s creation. On the other hand, use-based algorithmic 
disgorgement looks at the impact of the model to be disgorged in the world, 
irrespective of how it came to be; it is primarily concerned with the harm 
coming from an AI system’s use, not creation. They are two very different 
remedies that happen to share the same mechanics. 

There are signs that use-based algorithmic disgorgement is finding some 
purchase with regulators and litigants, here and abroad. The Commercial 
Surveillance ANPR characterized “algorithmic disgorgement” as “a remedy 
that forbids companies from profiting from unlawful practices related to their 
use of automated systems.” 98  This indicates that the FTC considers 
algorithmic disgorgement as potentially appropriate when AI systems are 
used in a way that violates the law, not just created in a way that violates the 
law. The same expansion from data-based algorithmic disgorgement towards 
use-based algorithmic disgorgement is unfolding beyond the FTC, as well. 
The EU AI Act contemplates “recall” and “withdrawal” of AI systems that 
violate the AI Act, which some commentators believe amounts to the power 
to order algorithmic disgorgement to remedy AI wrongdoing such as 
misbehaving self-driving cars.99 The lawsuit against Character.AI, in addition 
to seeking algorithmic disgorgement as remedy for the claim alleging that the 
defendant unlawfully collected data from the plaintiff’s child, seeks 

 

96 Hutson & Winters, supra note 23, at 131-32. 
97 Id. at 126-27. 
98 Commercial Surveillance ANPR, supra note 86. 
99 Natasha Lomas, Europe’s AI Act contains powers to order AI models destroyed or 

retrained, says legal expert, TECHCRUNCH (Apr. 1, 2022), 
https://techcrunch.com/2022/04/01/ai-act-powers/?guccounter=1; Lance Eliot, AI Ethics 
And The Law Are Dabbling With AI Disgorgement Or All-Out Destruction Of AI As A Remedy 
For AI Wrongdoing, Possibly Even For Misbehaving Self-Driving Cars, FORBES (May 9, 
2022), https://www.forbes.com/sites/lanceeliot/2022/05/09/ai-ethics-and-the-law-are-
dabbling-with-ai-disgorgement-or-all-out-destruction-of-ai-as-a-remedy-for-ai-
wrongdoing-possibly-even-for-misbehaving-self-driving-cars/. The language of the EU AI 
Act has been amended since these articles’ publication, but the withdrawal and recall 
language remains. See Art. 79, EU AI Act, supra note 1. 
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algorithmic disgorgement as a remedy for the claim alleging that the chatbot 
developed and distributed by the defendant was “dangerous, harmful, and 
injurious when used in a reasonably foreseeable manner” and “was a 
substantial factor in causing” a teen’s death, among others, and seeks 
algorithmic disgorgement in response.100 

In light of this distinction, one can understand the Rite Aid enforcement 
action as one that straddles both kinds. The alleged Section 5 violation that 
the FTC sought to target in the enforcement action was Rite Aid’s use of a 
facial recognition system, not how the facial recognition system came to be, 
indicating a use-based reason for the enforcement action that led to a 
settlement including algorithmic disgorgement.101  The formulation of the 
algorithmic disgorgement order, however, remains data-based; the FTC did 
not order Rite Aid to delete the model underlying the facial recognition 
system, but rather targeted models trained on top of data that was collected 
in conjunction with the operation of the facial recognition model.102 In other 
words, the models targeted by algorithmic disgorgement here are targeted 
based on their provenance, not their impact. This enforcement action is thus 
a mixture of data-based and use-based algorithmic disgorgement, perhaps 
serving the role of signaling the start of the era of use-based algorithmic 
disgorgement, though ultimately remaining an instance of data-based 
algorithmic disgorgement. 

* * * 
In short, though algorithmic disgorgement initially started out as a 

remedy for data collection-related harms, it has now become two rather 
distinct remedies: data-based algorithmic disgorgement and use-based 
algorithmic disgorgement. Further, though it started out as a tool that only the 
FTC uses, it is rapidly getting attention from other enforcers and private 
litigants, meaning that the issue of the FTC’s authority to order this remedy 
is not as important for the future of the remedy. Thus, this Article analyzes 
algorithmic disgorgement—both data-based and use-based—on its own 
merits, rather than as a remedy tied to the authority and jurisdiction of a 
specific government entity or court system. 

 

100 Character AI Complaint, supra note 93, at 101-02, 108-10. 
101 See supra notes 65-71 and corresponding text. 
102 See supra note 72 and corresponding text. This is not to say that the model underlying 

the allegedly wrongfully used facial recognition system is necessarily untouched; if the data 
collected for the use of the system was used to further train the underlying model, the 
underlying model could be impacted. 
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II. PRINCIPLES OF ALGORITHMIC DISGORGEMENT 

Commentators have noted the innovative and radical nature of 
algorithmic disgorgement. 103  And there is some truth to it; algorithmic 
disgorgement is certainly novel in that it puts algorithms squarely in its 
crosshairs. However, the two versions of algorithmic disgorgement, at their 
core, take heavily from two distinct principles animating traditional remedies 
found in various areas of the law, and seek to directly apply them in the 
algorithmic context. This Part explores these remedial principles and the 
ways in which algorithmic disgorgement is an attempt to bring these 
principles to light in the context of AI. 

A.  “A person is not permitted to profit by his own wrong.”104: 
Disgorgement Principle 

The principle that someone who commits a wrong should not enjoy the 
spoils of their wrongdoing is an intuitive one. After all, if a wrongdoer can 
still reap the benefits of the wrong, why would they stop? 

It is perhaps unsurprising that this principle—what I will call 
disgorgement principle—undergirds a number of different remedies found in 
our legal system. In this section, I explore two such remedies in particular to 
draw the contours of this principle as applied to remedies. One is 
disgorgement. Disgorgement is a type of restitution remedy—relief measured 
by the defendant’s gain rather than the victim’s loss—that encompasses not 
only what the defendant took directly from the victim but also all of the 
profits derived from the wrongdoing, even if the defendant’s profits exceed 
the plaintiff’s loss,105 with the basic goal of ensuring that the wrongdoer is 
not better off than they had been before the wrongful act.106 For instance, if 
an embezzler took $100,000 of their employer’s money and invested it in a 
piece of property that the employer otherwise would not have been able to 
invest in, and the property appreciates by 50% by the time the embezzlement 
comes to light, the employer may be entitled to take title to the whole property, 
worth $150,000, even though their loss was only $100,000.107 Disgorgement 
remedy is most commonly associated with unjust enrichment, particularly 

 

103 E.g., Slaughter et al., supra note 52, at 39; Li, supra note 23, at 501. 
104 RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 3 cmt. b (2011) 
105 Scholz, supra note 19, at 674; RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST 

ENRICHMENT § 51 (2011). 
106 William C. Heffernan, The Fourth Amendment Exclusionary Rule as a Constitutional 

Remedy, 88 GEO. L. REV. 799, 806 (2000) 
107 See RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 51 cmt. b 

(2011). 
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where the wrongdoer knew or should have known that their conduct was 
wrongful.108 In such cases, the wrongdoer’s profit from the wrong is taken 
from the wrongdoer. Notably, disgorgement is quite flexible as to exactly who 
receives the disgorged profit; disgorgement may be sought directly by the 
aggrieved party, in which case the disgorged profit is paid out to the 
plaintiff,109 or by government agencies like the SEC or the FTC, in which 
case the disgorged benefit may be paid out to the victims of the defendant’s 
illegal acts or simply to the government.110 

This principle holds even when the “profits” cannot be measured in terms 
of monetary value. One area of law in which we find a non-monetary version 
of this principle at play is criminal procedure. A well-established doctrine in 
criminal procedure is the exclusionary rule. In Weeks v. United States,111 the 
case that established this doctrine, the police, after making a warrantless 
arrest of the defendant, searched his house without a search warrant and 
seized his papers and letters found there, which they then used in trial as 
evidence against the defendant despite the defendant’s petition to have his 
items returned to him.112 The Supreme Court held that this was a prejudicial 
error; because the state acquired the letters in violation of the Fourth 
Amendment’s prohibitions, the letters should have been returned to him and 
excluded from the trial.113 Six years later, the Supreme Court expanded this 
doctrine into what is now known as the “fruit of the poisonous tree” doctrine, 
when the Court declined to limit the Weeks exclusionary rule to only the 
evidence directly gathered through illegal search and seizure and held that it 
applied to any evidence that could be causally linked, directly or indirectly, 
to the illegal search and seizure.114 Simply put, the Court added a prohibition 
on the derivative use of information gathered by illegal search and seizure.115 
As William Heffernan notes, the fruit of the poisonous tree doctrine is “a 

 

108 Id. § 51(3)-(4). 
109 E.g., Snepp v. United States, 444 U.S. 507 (1980). In this case, an ex-CIA employee 

published a book without submitting it for pre-publication review; the Court held that this 
was a breach of fiduciary duty and ordered the profits be put in a constructive trust for the 
benefit of the government. Id. 

110 Kathryn Buggs, Gotta Get Those Ill-Gotten Gains: Improving the FTC’s Authority to 
Seek Disgorgement in Antitrust Cases, 121 MICH. L. REV. 1235, 1244 (2023). The FTC’s 
authority to seek monetary disgorgement was curbed by the Supreme Court in AMG Capital 
Mgmt. v. FTC, 593 U.S. 67 (2021).  

111 202 U.S. 383 (1914). 
112 Id. at 386-88. 
113 Id. at 398. 
114 Silverthorne Lumber Co. v. United States, 251 U.S. 385, 391-92 (1920). The term 

“fruit of the poisonous tree” was first used to refer to this concept in Nardone v. United States, 
308 U.S. 338, 341 (1939). Heffernan, supra note 106, at 812 n.54. 

115 Heffernan, supra note 106, at 837. 
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remedy that ‘conform[s] relief to the dimension of the [government’s] wrong’” 
and as such, adheres to the disgorgement principle at its core.116 Just as with 
monetary disgorgement, the offending party—here, the state—is forced to 
give up its “profits”—the evidence that the police obtained directly or 
indirectly from the illegal activities. Further, unlike in the case of 
disgorgement of unjust enrichment, where the disgorged profits are 
transferred from the wrongdoer to someone else, usually the victim of the 
illegal act, in the Fourth Amendment scenario, the “profits” are essentially 
just zeroed out. Law enforcement is unable to use the evidence in prosecuting 
the person whose Fourth Amendments rights were violated, but no one 
receives the thing that this remedy takes from the wrongdoer.117 

Central to both monetary disgorgement and the fruit of the poisonous tree 
doctrine is tracing between the wrong and the gains to be taken. As Heffernan 
explains, “elaborate tracing rules are essential to disgorgement remedies; 
without them, it would be impossible to determine with precision what is 
attributable to a wrongdoer’s conduct and what has been gained by other 
means.”118 This is evident in the exceptions to the exclusionary rule. The 
independent source analysis, which permits prosecution to use information if 
they can show that the evidence was obtained through events unrelated to the 
Fourth Amendment violation that triggered the exclusionary rule, and the 
inevitable discovery rule, which permits prosecution to use information if 
they can show that the evidence would have been discovered even in the 
absence of the Fourth Amendment violation, are both exceptions that enforce 
the causal connection between the evidence to be excluded and the initial 
Fourth Amendment violation. 119  Similar limitations are in play with 
monetary disgorgement. Though the Third Restatement warns against strict 
application of but-for causation in determining what is to be disgorged in 
unjust enrichment situations, as Mark Gergen persuasively explains, this is 
not eschewing causal analysis altogether, but rather a call for “an expanded 
test to treat conduct as a cause of an event despite an imagined (and 
sometimes non-imagined) competing cause if reasons of policy or fairness 
justify disregarding the competing cause.”120 Going back to the embezzler’s 
example above, the embezzler may argue that they had $100,000 at their 

 

116 Id. at 850 (quoting Snepp v. United States, 444 U.S. 507, 515 (1980)). 
117  This is not to say no one benefits from the exclusionary rule’s application; the 

defendant likely benefits from the fact that the evidence is excluded. However, this benefit 
is indirect compared to what the recipient of the disgorged profit in unjust enrichment 
receives.  

118  Heffernan, supra note 106, at 807 (citing DAN D. DOBBS, LAW OF REMEDIES: 
DAMAGES-EQUITY-RESTITUTION § 6.1(3) (2d ed. 1993)). 

119 See id. at 857. 
120 Mark P. Gergen, Causation in Disgorgement, 92 B.U.L. REV. 827, 833-35 (2012). 
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disposal and so the embezzlement is not a but-for cause of the profit they 
obtained. Here, the Third Restatement’s admonition against a strict 
application of but-for causation rejects the counterfactual in which the 
embezzler used their own funds to make the same investment and only 
accepts the counterfactual where the embezzler did not make the 
investment.121 Once the proper counterfactuals are identified, causal analysis 
is what determines the proper profit to be disgorged.122 Without the ability to 
create the causal link between the wrong and the gains, disgorgement cannot 
work. 

This principle, at its core, is concerned with deterring a would-be 
wrongdoer from committing the wrong by removing the incentive to do so 
rather than providing redress to the victim of the wrong. Indeed, deterrence 
figures prominently in the discussion of disgorgement and the exclusionary 
rule. Legal scholars state that “[d]isgorgement furthers the deterrence of 
unjust enrichment” 123  with some positing that the choice between 
disgorgement and remedies focusing on the loss suffered by the victim can 
come down to the level of deterrence.124 The Third Restatement emphasizes 
that the goal of disgorgement is to deter wrongful behavior without being 
unduly punitive.125 Supreme Court cases around the exclusionary rule and the 
fruit of the poisonous tree doctrine likewise characterize them as deterrent 
remedies. 126  Legal scholars’ skepticism regarding the actual deterrent 
strength of disgorgement 127  or the distinction between deterrence and 
punishment 128  notwithstanding, it is clear that the main appeal of these 
remedies comes from its (perceived) deterrent effect. It signals to the would-
be wrongdoer that their contemplated illegal action would not be worth it as 
it would not yield any long-lasting benefits; it would just cost them the effort 
they put into committing the illegal actions and investing in it. This also 
explains the centrality of tracing; to effectively deter without punishing, the 
remedy must go after everything the wrongdoer gained as a result of the 
wrong but no more. The goal of deterrence is also why there is less concern 
regarding who actually gets the profit taken from the wrongdoer: the victim 

 

121 See id. at 836. 
122 Id. at 837. 
123 Caprice L. Roberts, Supreme Disgorgement, 68 FLA. L. REV. 1413, 1417 (2016). 
124  Heffernan, supra note 106, at 851 (citing Saul Levmore & William J. Stuntz, 

Remedies and Incentives in Private and Public Law: A Comparative Essay, 1990 WIS. L. 
REV. 483, 484 (1990)). 

125 See RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 51 cmts. f 
& h. 

126 Heffernan, supra note 106, at 823-27. 
127 Id. at 866-68. 
128 Gergen, supra note 120, at 829-30. 
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of the wrong, the government, or in case of evidence exclusion, no one at all. 
Since disgorgement principle is primarily concerned with deterrence and not 
redress, what matters is that the profit is taken away from the wrongdoer. 
What happens to the disgorged profit—whether it is passed onto the 
aggrieved party, is added to the government’s coffers, or gets zeroed out 
altogether with no one directly benefiting—is not the main concern. Of 
course, this is not to say that these remedies cannot have effects beyond 
deterrence; after all, with exclusionary rule, the defendant benefits by the 
prosecution’s inability to present certain evidence, 129  and in the unjust 
enrichment context, the plaintiff may get more than what they lost.130 The 
point is not that disgorgement does not have any downstream consequences, 
but that its main goal is deterrence, and the magnitude of the remedy is 
calculated with deterrence, not redress, in mind. 

Beyond the deterrent effect, another reason why remedies focusing on the 
profit of the wrongdoer may be sought in certain cases over other potential 
remedies is its relative ease of administration. Saul Levmore and William 
Stuntz identify two practical advantages that make the exclusionary rule a 
compelling remedy in the Fourth Amendment context, both of which flow 
from the fact that the remedy involves evidence as opposed to measuring gain 
or loss.131 First, the loss to the person whose Fourth Amendment rights have 
been violated is more often than not nonmonetary and hard to quantify, as 
many privacy harms tend to be.132 Opting for exclusion of illegally obtained 
evidence rather than damages that would redress the harm to the victim lets 
the courts sidestep the measurement problem altogether. 133  The second 
advantage that Levmore and Stuntz identify is very much related to the first: 
the administrative cost of the exclusionary rule does not require a full-blown 
civil litigation to determine the damages to be awarded.134 The advantages 
that Levmore and Stuntz identify in the context of evidentiary exclusion are 
arguably less obvious in unjust enrichment disgorgement cases, where there 
may be many ways to measure the degree of enrichment to the wrongdoer.135 
Nevertheless, the advantages may apply to unjust enrichment disgorgement 
as well in certain scenarios where the loss to the victim is less easily 
quantifiable than the gains to the wrongdoer, such as in Snepp v. United States 

 

129 For instance, they may get their conviction reversed. See, e.g., Wong Sun v. United 
States, 371 U.S. 471, 489, 491 (1963). 

130 See, e.g., supra note 107 and corresponding text. 
131 Levmore & Stuntz, supra note 124, at 490-91 
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134 Id. at 491. 
135 Scholz, supra note 19, at 673. 
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mentioned above; royalties are much easier to evaluate than the harm to the 
CIA from Snepp eschewing the preclearance process. 

B.  Avoiding Mass Harm: Consumer Protection Principle 

Another principle seen in some remedies in law that has an intuitive 
appeal is what I will short-hand as “consumer protection principle:” the desire 
to avoid having in the market something that will cause unavoidable harms 
to a lot of people. If something, even if released to the market with the best 
of intentions and with the utmost care, will inevitably harm many people who 
cannot adequately protect themselves against that harm, the product or 
service has no place getting into unassuming consumers’ hands. Importantly, 
this principle is one of balance; the need for protection is balanced with the 
desire to have useful things available in life. After all, any product can be 
used in a manner that creates a significant risk of harm; a ballpoint pen could 
cause a head injury if dropped from a high enough building.136 But removing 
all ballpoint pens from circulation even in a city filled with skyscrapers, or 
requiring ballpoint pen manufacturers to attach a warning not to drop it from 
above a certain height to every pen, obviously strikes as absurd, even if that 
would make the city arguably safer, because that is not how people expect 
ballpoint pens to be used. The cost of imposing protection-oriented remedy 
outweighs the benefit of protection in this case, and so protection-oriented 
remedy is unwarranted. 

A remedy where this is on prominent display is in product safety recall. 
Recall “refers to a very specific device by which a manufacturer, seller, 
licensee, importer, distributor, retailer or other entity in the chain of 
distribution of a product, advises purchasers, users, or anyone else in the 
possession or control of a product as well as the public at large that certain 
activities should be undertaken with respect to such product.”137 It is a broad 
remedy that can range from adding a warning to completely taking a product 
off the market by repurchasing and refunding.138 Recalls are often voluntary, 
but can be influenced or mandated by regulators.139 Product recalls start with 
a defect in a product. Notably, the defect does not have to be traceable to a 
manufacturing or design defect. A product can be defective “based 
exclusively on the performance” of the product “if it is subject to a significant 
number of failures in normal operation, including failures either occurring 

 

136  Will a Penny Falling From a Skyscraper Kill You?, RIPLEY’S (Mar. 25, 2024), 
https://www.ripleys.com/stories/penny-drop. 

137 LOUIS R. FRUMER, MELVIN I. FRIEDMAN & CARY STEWART SKLAREN, PRODUCTS 
LIABILITY VOL. 5 § 57.01 (1991). 
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139 Id. § 57.02 
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during specified use or resulting from owner abuse . . . that is reasonably 
foreseeable.”140 For instance, the recall of Takata airbags that affected over 
42 million vehicles in the United States141 started before regulators were able 
to find the root cause of the defect; what mattered was not why the airbags 
were rupturing, but the fact that the airbags were injuring—sometimes 
fatally—those who were in cars with Takata airbags.142 The manufacturer 
need not have done anything illegal when designing or developing the 
product for a product to be subject to recall. Even if the manufacturer 
followed every safety protocol and complied with every safety law on the 
books, if the end product is defective, then the product will be subject to recall. 
The cause of action of products liability, product recall’s litigative cousin, 
also works similarly: as long as there is a product defect that causes harm to 
consumers in reasonably foreseeable use of the product, there is a cause of 
action in products liability against a professional seller or distributor of the 
product, regardless of negligence.143 Compliance with applicable products 
safety law does not shield a manufacturer or seller from this liability.144 Both 
product safety recall and products liability look towards dangers posed to 
consumers during foreseeable use of the product, rather than whether the 
manufacturer or distributor did anything illegal in the process. 

True to the balancing needs inherent in the principle, product safety recall 
has inherent limiting functions aimed at balancing safety with the concerns 
like the usefulness of the product notwithstanding the danger it poses. Two 
factors in particular play this balancing role: the conditions that must be met 
for recall to be warranted as a remedy at all and the level of product recall 
that is warranted. Product safety recall requires a pattern of failure. For 
instance, for a vehicle to be considered defective so as to warrant a recall, it 
must show “a significant number of failures in normal operation”; isolated 
anecdotes of failures do not suffice. 145  For a consumer product to be 
considered for recall, it must have a defect that could create a “substantial 
product hazard”; for this, the first factor to be considered is the “pattern of 
defect,” that is, whether something about the product leads to the defect that 
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will consistently manifest itself in ordinary use of the product.146 The Takata 
airbag is again illustrative; when it was believed that the initially reported 
rupture “was an anomaly and was not related to any other ruptures,” there 
was no recall.147 Only after a pattern of defects was revealed through a series 
of ruptures was the first recall initiated. 148  This, in effect, balances the 
consumer protection principle with the realities of the remedy. Manufacturing 
errors and user errors happen. If a product was recalled every time one 
instance of a product had a defect that created significant harm, we would be 
left with very few products not subject to recall. The cost and the disruption 
of recall is only warranted when it can be shown that the product fails in a 
similar way in normal operations. 

Further, even if a recall is warranted, there is the question of the level of 
recall warranted; it may be that a warning label is sufficient, or a minor repair 
can mitigate the defect. Only when that is not the case is the seller of the 
product required to cease production and sale of the product and offer refunds 
to the consumers who already bought the product, taking the product off the 
market. 149  This, too, serves a balancing function. Arguably, completely 
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removing a product with a pattern of failure causing safety risks from the 
market would be safer than keeping the product in commerce with some 
warning. However, because a total recall is a costly option for the company 
effecting recall150 as well as consumers who lose access to a useful tool, total 
removal from market is justified as a remedy only when there is no other 
alternative. In effect, the different levels of product recall balance the need to 
protect consumers from mass harm and the value of having a useful tool 
available, even if the tool poses some risks. 

C.  Algorithmic Disgorgement and Remedial Principles 

Data-based algorithmic disgorgement seeks to vindicate the 
disgorgement principle and takes heavily from disgorgement and the fruit of 
the poisonous tree doctrine in doing so. As discussed in Part I, the lion’s share 
of the FTC’s algorithmic disgorgement actions alleged illegal data collection 
and ordered deletion of the data and the models or algorithms derived, “in 
whole or in part,” from the allegedly illegally collected data. In other words, 
algorithmic disgorgement targets the profits obtained through the illegal 
activity beyond the immediate data, or the derivative use of the data obtained 
during the initial illegal activity. Algorithmic disgorgement determines the 
target of disgorgement by tracing where the tainted data goes, like 
disgorgement relies on causal tracing between the wrong and the profit to 
determine the scope of disgorgement. In fact, former FTC Commissioner 
Chopra described the remedy as requiring the company subject to the FTC’s 
enforcement action “to forfeit the fruit of its deception,” using language 
clearly evocative of the fruit of the poisonous tree doctrine. 151  How 
algorithmic disgorgement as a remedy developed in the FTC’s common 
law152  in the first instance parallels how the fruit of the poisonous tree 
doctrine developed. The FTC started out by focusing on data that was 
collected directly as a result of an illegal activity,153  much like how the 
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automakers implicated in the recall—1.2 billion dollars, one third of its annual net income. 
Tom Krisher, GM to recall 7M vehicles globally to replace Takata air bags, AP NEWS (Nov. 
23, 2020), https://apnews.com/article/gm-recalls-7m-vehicles-globally-
277b41b68a4c92eec5c2578808b5c26a. 

151 Chopra, supra note 51. 
152 See generally Daniel J. Solove & Woodrow Hartzog, The FTC and the New Common 

Law of Privacy, 114 COLUM. L. REV. 583 (2014) (describing how the FTC’s settlements lead 
to a common law-like body of law in privacy). 

153 E.g., Facebook Order, supra note 91, at 8. 
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exclusionary rule announced in Weeks initially targeted the evidence that was 
obtained during an illegal search or seizure.154 Then, the FTC moved beyond 
the data and started targeting products of derivative uses of the illegally 
collected data by ordering deletion of models and algorithms derived from 
the illegally collected data, much as how the fruit of the poisonous tree 
doctrine extended the exclusionary rule to cover the derivative use of the 
evidence obtained through the initial illegal search or seizure.155 As detailed 
in Section III.A., models are created from training data and are inextricably 
linked to training data, but once created, their existence, and their value to 
those who control and use the models, exists separate from the training data. 
Then-Commissioner Chopra specifically points to this as an important reason 
to go beyond data deletion and require algorithmic disgorgement.156 This 
reflects the sentiment that “[a] person is not permitted to profit by his own 
wrong”157 and that allowing wrongdoers to retain indirect profit of the wrong 
renders the law prohibiting the wrong “to a form of words.”158 

Data-based algorithmic disgorgement’s primary aim is also deterrence. 
The result of algorithmic disgorgement is the loss of an algorithm, not redress 
to the victims whose data was collected and used wrongfully;159 it is primarily 
concerned with regulating the conduct of the wrongdoer, not compensating 
victims. Statements by FTC officials support this conclusion. Commissioner 
Slaughter, in touting the FTC’s use of algorithmic disgorgement in 
Everalbum, stated, “[t]his innovative enforcement approach should send a 
clear message to companies engaging in illicit data collection in order to train 
AI models: Not worth it,” and contrasted the remedy to that used in the FTC’s 
settlement with Facebook in 2019 from which she dissented because, among 
others, she found the deterrence of the measures in the order to be 

 

154 Weeks v. United States, 232 U.S. 383, 398 (1914). 
155 See Chopra, supra note 51. 
156 See id. (“Commissioners have previously voted to allow data protection law violators 

to retain algorithms and technologies that derive much of their value from ill-gotten data. 
This is an important course correction.”). 

157 RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT § 3 cmt. b (2011) 
158 Weeks, 232 U.S. at 392. 
159 This is not to say that there is no benefit to the victim; as Li notes, algorithmic 

disgorgement can remove the risk of continued harms from “algorithmic shadow”—the 
imprint of the data on a trained model. Li, supra note 23, at 503. The point is that algorithmic 
disgorgement is not a remedy that is particularly concerned with making the victim whole; 
harms already suffered due an algorithm do not cease to exist when the algorithm ceases to 
exist. See Upol Ehsan et al., The Algorithmic Imprint, 2022 ACM CONF. ON FAIRNESS, 
ACCOUNTABILITY, AND TRANSPARENCY 1305, 1305-06. The benefits of algorithmic 
disgorgement to consumers are incidental and indirect, just as the benefits of the exclusionary 
rule to the defendant is incidental and indirect. See supra note 117. 
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ineffective.160 Her statement focuses squarely on the impact of data-based 
algorithmic disgorgement on the wrongdoer, not on the consumers whose 
data was exploited by these companies. Then-Commissioner Chopra’s 
discussion of algorithmic disgorgement in Everalbum also entirely focuses 
on the impact to Everalbum, not any salutary impact to those whose data was 
illicitly collected in the first place.161 People outside of the FTC have also 
noted deterrence as the remedy’s core benefit. Daniel Wilf-Townsend notes 
that an advantage of this remedy is its enhanced deterrence effect compared 
to requiring only data deletion or a damages regime.162 Other commentators 
describe algorithmic disgorgement as a remedy that “actually goes for the 
money,” and therefore could “motivate companies to take a more careful 
approach to tracking how and what data their models are sucking up,” again 
focusing on what it does to the wrongdoer.163 Li notes increase in deterrence 
as a likely impact of a more widespread use of algorithmic disgorgement.164 
These comments show that the focus of algorithmic disgorgement is on 
deterrence effect, just like with traditional remedies seeking to vindicate the 
disgorgement principle. To be sure, this is not to say that data-based 
algorithmic disgorgement has no benefit to those whose data was illicitly 
taken; as Li points out, algorithmic disgorgement can prevent ongoing harm 
from what she calls the “algorithmic shadow”—the persistence of the illicitly 
taken data that lives on in the trained algorithm, with its own life beyond the 
collected data.165 The point is that the focus is on the wrongdoer and the 
impact to the wrongdoer, just as the main focus of the fruit of the poisonous 
tree doctrine is deterrence of state violation of the Fourth Amendment, though 
it sometimes confers indirect benefit to the defendant.166 

Finally, in the context of privacy harms—the kind of harms on which 
data-based algorithmic disgorgement has focused to date, a remedy that 
focuses on the wrongdoer is more administrable than one that focuses on the 
victims. Privacy harms are notoriously hard to measure and vindicate. Data 
is not something that can easily be characterized as “owned” and be returned 
to the rightful owner.167 Valuing them economically also provides challenge, 

 

160 Slaughter et al., supra note 52, at 39. 
161 Chopra, supra note 51. 
162 Wilf-Townsend, supra note 23, at manuscript 20. 
163 Tonya Riley, The FTC’s biggest AI enforcement tool? Forcing companies to delete 

their algorithms, CYBERSCOOP (July 5, 2023), https://cyberscoop.com/ftc-algorithm-
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164 Li, supra note 23, at 503. 
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166 See supra note 129 and corresponding text. 
167 See Daniel J. Solove, Conceptualizing Privacy, 90 CALIF. L. REV. 1087, 1113-14 

(2002). 
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as privacy harms are often diffuse and unevenly distributed among those 
whose privacy was violated.168  It can be hard to know if one was even 
affected or not; for instance, even when individuals learn that a company that 
they had dealt with in the past misused some personal data to train a model, 
they may not be able to easily ascertain that their data was used to train the 
model.169 All these factors combine to make the losses to the consumers 
whose data may or may not have been misused to train a model incredibly 
hard to measure accurately. Data-based algorithmic disgorgement, by 
focusing on the algorithms and models instead of the loss to the consumers, 
sidesteps the difficulty of measurement of losses and gains and makes the 
remedy relatively straightforward in terms of administration. 170  The 
nonfungible gains and hard-to-quantify losses mirror the conditions that 
make disgorgement an appealing remedy. Data-based algorithmic 
disgorgement seeks to vindicate the disgorgement principle, and mimics old 
remedies that adhere to this principle to do so. 

Use-based algorithmic disgorgement, on the other hand, is not 
particularly concerned with the disgorgement principle, as the model being 
targeted is not the result of any wrongdoing, but rather the source of harm. It 
adheres more closely to the consumer protection principle: once an algorithm 
is deemed to cause mass, unavoidable harm, the remedy would kick in to stop 
that harm from continuing. In particular, it closely mirrors removal of a 
product from the market through product recall. 171 After all, the part of the 
EU AI Act that is interpreted to empower European market surveillance 
agencies to order algorithmic disgorgement speaks of “recall” and 
“withdrawal” of AI systems that do not conform to the EU AI Act’s 
requirements;172 this directly takes from the language of the EU’s General 

 

168 Danielle Keats Citron & Daniel J. Solove, Privacy Harms, 102 B.U.L. REV. 793, 
816-18; Overview of Data Protection Harms and the ICO’s Taxonomy, INFO. COMM’NER’S 
OFF. 4 (2022). 

169 See Bill Chappelle, How To Check If Your Facebook Data Was Used By Cambridge 
Analytica, NPR (Apr. 10, 2018), https://www.npr.org/sections/thetwo-
way/2018/04/10/601163176/how-to-check-if-your-facebook-data-was-used-by-cambridge-
analytica (“. . . the verdict is less clear.”). 

170  Cf. Scholz, supra note 19, at 688 (discussing how using restitution—remedy 
measured by the defendant’s gain—solves privacy’s “harm problem” by sidestepping the 
question of how to show harm). 

171 A caveat is warranted. As discussed supra Part I, to date, no successful deployment 
of algorithmic disgorgement has been purely use-based. As a result, the analogy between 
use-based algorithmic disgorgement and recall is necessarily somewhat hypothetical, as it is 
unclear how this remedy would actually play out. Nevertheless, for the reasons discussed 
here, it seems likely that it will function like removal of a product from market through 
product recall. 

172 Art. 79, EU AI Act, supra note 1. 
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Product Safety Regulation, the successor to the General Product Safety 
Directive, which deals with product safety regulations and recalls. 173  In 
product safety recalls, once a product is deemed to be dangerous enough to 
require recall, the manufacturer ceases putting an existing product into the 
market and initiates a process by which those downstream of the 
manufacturer can remove the product from circulation. Similarly, with use-
based algorithmic disgorgement, the company that owns the algorithm at 
issue will take the algorithm offline, delete it, and instruct any third parties 
who obtained the algorithm from the company to delete any independent 
instances of the algorithm. Just as the existence, or lack thereof, of illegality 
is largely irrelevant to whether a product will be subject to recall, how the 
algorithm to be disgorged came to be is largely irrelevant for use-based 
algorithmic disgorgement. What matters is that, when the decision to order 
algorithmic disgorgement is being made, the algorithm is harmful to 
consumers in a way that is unavoidable. 

* * * 
In short, the two versions of algorithmic disgorgement seek to vindicate 

two distinct remedial principles found in multiple traditional remedies in the 
new world of AI. Data-based algorithmic disgorgement adheres to the 
disgorgement principle and tracks closely the traditional remedies that do so, 
and use-based algorithmic disgorgement adheres to the consumer protection 
principle and mimics product safety recall, an old remedy that seeks to 
vindicate this principle. 

III. MODELS IN THE ALGORITHMIC SUPPLY CHAIN 

Part II laid out how algorithmic disgorgement attempts to adhere to 
remedial principles found in the law. The next logical question is: does 
algorithmic disgorgement actually vindicate these principles when applied in 
practice? To answer this question, we must first understand how models and 
systems that integrate them exist in the world. 

A.  How Are Models Created? 

Algorithmic disgorgement primarily targets AI models. Machine learning, 
the subfield of AI that underlies most AI in use today, takes many different 
forms and there are variations in the precise definition people prefer, but in 

 

173 Art. 3 (25)-(26), Regulation (EU) 2023/988 of the European Parliament and of the 
Council of 10 May 2023 on general product safety, amending Regulation (EU) No 1025/2012 
of the European Parliament and of the Council and Directive (EU) 2020/1828 of the 
European Parliament and the Council, and repealing Directive 2001/95/EC of the European 
Parliament and of the Council and Council Directive 87/357/EEC, 2013 O.J. (L 135) 1. 
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general, can be thought of as “giv[ing] computers the ability to learn without 
explicitly being programmed.”174 These algorithms do not tell machines how 
to make decisions. Rather, computers are provided with lots of datapoints and 
are given instructions on making a statistical model based on the given dataset 
(referred to as “training”). Upon training, when given a novel datapoint, it 
can apply the model created during training to the new datapoint. The form 
training data and the modeling instructions take—and hence the model that 
is output—varies greatly. For instance, a computer may be trained on images 
of various objects and what object is depicted in each image to detect, given 
a new image, the object in that image, using a specific machine learning 
algorithm.175 In other instances, it may be fed a series of contexts, a specific 
action taken in each context, and what the reward for that action was—was it 
desirable or not—and the resulting model would try to, given a new set of 
context, produce the action that would result in the highest reward.176 In yet 
other instances, it may be fed billions of pieces of text so that the resulting 
model could predict, given a piece of text, what the most likely next word 
is.177 Machine learning techniques also vary greatly in their complexity and 
cost; some are relatively simple and do not require a lot of computing power 
to train and run, whereas some others—the machine learning algorithm used 
to create the model powering OpenAI’s ChatGPT, for instance—require huge 
amounts of computing capabilities and training data.178 

A few aspects of AI are particularly pertinent to the discussion of 
algorithmic disgorgement. First, training data is what drives modern AI. Data 
scientist Monica Rogati puts collecting data at the bottom of what she calls 

 

174 Sara Brown, Machine learning, explained, MIT SLOAN SCH. OF MGMT. (Apr. 21, 
2021), https://mitsloan.mit.edu/ideas-made-to-matter/machine-learning-explained. Some 
people distinguish generative AI from machine learning based on the models’ behavior, 
Bernard Marr, The Vital Difference Between Machine Learning and Generative AI, FORBES 
(June 25, 2024), https://www.forbes.com/sites/bernardmarr/2024/06/25/the-vital-difference-
between-machine-learning-and-generative-ai/, but this Article does not make that distinction, 
as the techniques underlying generative AI are machine learning techniques. 

175  See, e.g., Alex Krizhevsky, Ilya Sutskever & Geoffrey E. Hinton, ImageNet 
Classification with Deep Convolutional Neural Networks, 1 PROC. 25TH INT’L CONF. ON 
NEURAL INFO. AND PROCESSING SYSTEMS 1097, 1097 (2012). 

176 See Muddasar Naeem, Syed Tahir Hussain Rizvi & Antonio Coronato, A Gentle 
Introduction to Reinforcement Learning and Its Application in Different Fields, 8 IEEE 
ACCESS 209320, 209320 (2020). 

177 See Alec Radford et al., Improving Language Understanding by Generative Pre-
Training, OPENAI at 3 (2018), available at https://cdn.openai.com/research-covers/language-
unsupervised/language_understanding_paper.pdf. 

178  See Dylan Patel & Gerald Wong, GPT-4 Architecture, Infrastructure, Training 
Dataset, Costs, Vision, MoE, SEMIANALYSIS (July 10, 2023), 
https://semianalysis.com/2023/07/10/gpt-4-architecture-infrastructure/. 
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“the AI Hierarchy of Needs”: without data, AI models cannot be created.179 
After all, if creating an AI model is ultimately about distilling statistical 
patterns from the training data, it logically follows that without data from 
which to pull the patterns, an AI model cannot exist. In fact, the current 
popularity of neural networks—the type of machine learning that some call 
the “backbone of modern AI” 180  and that underlies most generative AI 
models—owes its dramatic resurgence as the machine learning superstar 
from a historical curiosity to the availability of abundant data to train on.181 
Some of the most popular models used today are trained on a mind-boggling 
amount of data. For example, Meta’s open-weights large language model, 
LLaMa 3.1, is trained on over 15 trillion tokens,182 which would translate to 
over 11 trillion words,183 which is about as much text as 14,000,000 copies 
of the King James Version Bible.184 

Importantly, once a model is trained, the AI model’s existence does not 
depend on the continued existence of the data on which it was trained. The 
model is a new “object” that is separate and apart from any of the datapoints 
in the dataset that was used to train the model. Therefore, once the model is 
created through the training process, even if the underlying training data is 
deleted, the model is still there. The AI model can be shared with others who 
do not have access to the training dataset—they may not even know what 
data the model was trained on—and they would still be able to use the model. 

This trained model, in turn, is not just a simplistic copy of its training data. 
Take, for instance, a large language model trained on large amounts of text 
data. As the Hamburg Data Protection Agency explains, the text found in the 
training data is not actually stored in the model in its original form; even if 
one of the text files contains the name “Mia Müller,” the resulting model does 

 

179  Monica Rogati, The AI Hierarchy of Needs, HACKERNOON (June 12, 2017), 
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https://towardsdatascience.com/what-alexnet-brought-to-the-world-of-deep-learning-
46c7974b46fc (discussing AlexNet’s influence). 

182  Model Information, Llama 3.1, available at https://github.com/meta-llama/llama-
models/blob/main/models/llama3_1/MODEL_CARD.md (last accessed Nov. 27, 2024). 
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not actually store “Mia Müller” anywhere.185 What the model contains is 
mathematical abstractions of the “tokens”—chunks usually smaller than 
words but larger than individual letters, “M,” “ia,” “Mü,” and “ller,” in the 
example above—and the relationships between them. What the model as a 
standalone object contains, therefore, does not look like the actual training 
data.186 This is also evident in the distinction some draw between “open-
source” models and “open-weights” model; a model can be open in terms of 
the component parts of the model, i.e., the weights, without revealing much 
at all about the data that was used to train the model.187 The model by itself 
does not necessarily contain the training data in an easily extractable form. 

 However, that is not to say that there is no relationship between a trained 
model and its training data. After all, the point is to learn from the training 
data. Therefore, inevitably, models retain whatever patterns it recognized 
from the training data. The training data, even if it is deleted, lives on in a 
sense in the “algorithmic shadow” of the resulting model.188 The model’s 
behavior reveals something about the training dataset. For instance, if a 
model trained to detect cats in pictures was only trained on pictures of orange 
tabbies, it may do quite well on orange tabbies but not on other types of cats; 
even if the user of the model had no access to the training data, this behavior 
reveals something about the training data to the user.189 In extreme instances, 
models may enable users to glean information about individual datapoints 
used to train the model, beyond general facts about the dataset as a whole; 
certain types of models may even sometimes reproduce the exact, or near 
exact, replica of datapoints in the training set.190 The training data lives on in 
the trained model, even if not in its original form. 

This aspect is what makes it plausible to characterize an AI model as the 
“profit” of data collection, undergirding data-based algorithmic disgorgement; 
through model training, data gets transformed into an AI model. 

Second, the creation of an AI model may be controlled by a single entity 
or multiple different entities. As Katherine Lee, A. Feder Cooper, and James 
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Grimmelmann point out, the creation of a single model may involve multiple 
steps that feed into each other in complex, non-linear fashion. Focusing on 
generative AI, they identify eight stages of generative AI supply chain: 
creation of expressive work, data creation, dataset curation, model 
(pre-)training, model fine-tuning, deployment, generation, and alignment.191 
Importantly, at different points in the supply chain, multiple actors may come 
into play; for instance, the entities that collect and curate the dataset to train 
a model may be different from the entity that actually creates the model.192 
The creator of a pre-trained model may further fine-tune it for a specific 
purpose, or a new entity may take the pre-trained model and fine-tune it, and 
yet another entity could take the fine-tuned model and further fine-tune it.193 
Thus, a single model can be the basis for a number of different uses that may 
look very different from one another, and in the creating process, a single 
model may be trained on a number of different datasets collected and curated 
by different entities. The complex nature of some models and the many steps 
involved make it possible for different parties with “different knowledges, 
controls, or intentions” to affect how the final model behaves.194 

B.  Models in the Larger System: Interconnected Algorithmic Supply Chain 

While models are fundamental in the story of AI, they do not tell the 
whole story. Most of us interact with ChatGPT, not the GPT model underlying 
the service; we interact with Face ID, not the face matching algorithm that 
powers Face ID; we interact with navigation apps, not the pathfinding 
algorithms that power the apps. The “AI” we interact with are not the naked 
AI models themselves. We interact with AI systems, that is, systems with 
multiple moving parts that interact with each other in a complex manner, in 
which at least one component part is a trained AI model.195 

There are often multiple actors involved with a single AI system. Jennifer 
Cobbe, Michael Veale, and Jatinder Singh explain that in the “algorithmic 
supply chain,” multiple actors come together to “contribute towards the 
production, deployment, use, and functionality of AI technologies,” 
connected to each other by complex data flow.196 One key aspect of this 
algorithmic supply chain where “many hands” are working together is that 
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the supply chain is dynamic, and the interdependencies are often unstable.197 
Data flow is what connects the actors within the supply chain, and at many 
junctures, there are multiple forks that can be taken, meaning the data flow 
may be different each time the system is used.198 The example adapted and 
expanded from one provided in Cobbe et al. is useful to illustrate this point.199 
Consider a live surveillance camera at a store. The camera installed at the 
store may send its feed to a service developed by a third party that takes video 
feed and returns faces in the video feed. This service likely has as a 
component a model that detects the presence of faces. If no faces are detected, 
then the flow may end there. If there is a face detected, then the image of the 
face may be sent to another service, powered by another model trained to 
compare an image of a face to a database of face images and find matches, to 
identify the owner of the face. If the face is determined to belong to someone 
of interest to the store, then another system may be used to alert the store 
clerk to the presence of the person. If the clerk determines that the system 
misidentified the person, the clerk may enter that feedback which is sent back 
to the involved systems for product improvement, which may involve 
retraining a model used in the system or the creation of a different model.200 
Depending on the error, the system that gets the feedback will differ. 
Therefore, who exactly is involved and what they do in the AI system may 
change moment to moment depending on the circumstance. Data flows 
connect the actors in different ways in different circumstances, and in a non-
linear fashion. 

As Cobbe et al. point out, bilateral relationships between two actors 
within an AI system tend to remain stable, even as the specifics of data flow 
change from one instance to another.201 However, as the actors evolve—
adding or deprecating features, scaling up, switching service providers, etc.—
the nature of the relationship may change over time.202 Perhaps the video 
processing service provider decides to branch out and, in addition to facial 
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recognition services, provide alerts when specific items are running low on 
the shelves.203 This would likely pull in another AI model to the system. Or 
perhaps the store decides to change the service provider for video processing 
services altogether, bringing in a whole new set of actors. 

Actors who have no relationships may be connected through the data-
driven supply chain; computer systems are becoming increasingly modular 
and AI systems are no exception.204 Furthermore, the component pieces of 
these systems, including models, are very often cloud-based and being 
provided as a service.205 So two entities that are unrelated—indeed, they may 
not even know that each other exists—could nevertheless be connected 
through their common service provider, including a common AI model two 
seemingly unrelated systems rely on. If a cloud-hosted component is taken 
offline, then all entities relying on that component are affected. Thus, not only 
is a single AI system comprised of multiple components controlled by 
different entities, multiple, seemingly unrelated AI systems may include in 
them the same AI model. 

This is especially likely as, though individual supply chains are dynamic 
and unstable, they are increasingly consolidating around a few key players 
that Cobbe et al. refer to as “systemically important.”206  These actors—
Cobbe et al. primarily identify Amazon, Microsoft, and Google as such—
tend to span markets and offer “all-in-one” packages with state-of-the-art 
technologies that can scale up.207 Through investing in bespoke resources and 
expertise for AI, including purchasing potential competitors, these actors can 
offer access to models at a lower cost and in ways that make them easier to 
use than their competitors can, which in turn helps them consolidate power 
in this space.208  They offer “AI as a Service”: pre-built, off-the-shelf AI 
models—facial recognition, speech transcription, machine translation, and 
everything in-between—hosted in the cloud that others can simply plug into 
their systems, potentially with some customization, without having to build 
their own AI models. 209  Many AI systems depend on the models that 
systemically important actors produce, making the systems dependent on the 
model providers not just for the initial creation of the systems but also for 
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ongoing functioning of the systems. As a result, many unrelated entities are 
connected in the AI ecosystem through the complex data flow that defines the 
algorithmic supply chain.210 

This phenomenon—of many AI systems being dependent on few actors’ 
models—is likely accelerating. In the last few years, the world has seen an 
emergence of “foundation models,” models “trained on broad data . . . that 
can be adapted (e.g., fine-tuned) to a wide range of downstream tasks.”211 
Researchers find that this has led to “an unprecedented level of 
homogenization,” with most state-of-the-art models now built on a few 
foundation models built using similar techniques.212 Because of the cost of 
training a new foundation model is high and the economies of scale in training 
and operating foundation models, the market of foundation models tends 
towards natural monopoly, consolidating around few actors. 213  Finally, 
foundation models are, by definition, foundational and can be used for many 
unrelated goals and may show behavior that could not have been anticipated 
even by the creators. Consequently, many different types of AI systems—
ones that serve completely different goals—can rely on the same foundation 
model. This further strengthens the consolidation of AI systems around 
systemically important actors—actors that create these foundation models 
that many entities will take, potentially adapting them for more specific 
purposes—and changes impacting these actors reverberate through multiple 
AI systems. 

To be sure, not every AI system is controlled by many hands; some AI 
systems will be created and controlled entirely by a single entity. However, 
the fact remains that for many AI systems in use around the world, at any 
given point, there are multiple actors connected by unstable, dynamic, and 
nonlinear dataflow that together make those systems work. Many such AI 
systems seemingly unrelated to each other are connected to each other by 
common components, often controlled by systemically important actors. 

IV. THE LIMITS OF ALGORITHMIC DISGORGEMENT 

The issue with algorithmic disgorgement is that, especially in the context 
of the algorithmic supply chain—many, unrelated entities connected through 
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brittle, interdependent, nonlinear data flow, algorithmic disgorgement will in 
many cases fail to serve the principles it seeks to serve. Ultimately, 
algorithmic disgorgement is a limited remedy that is an inappropriate 
response to algorithmic harms in many cases. This Part goes through four 
such scenarios: the first and last apply to both data-based and use-based 
algorithmic disgorgement, and the second and third apply particularly to data-
based algorithmic disgorgement. 

A.  Harm vs. Remedy 

The expanding use of algorithmic disgorgement in a world where more 
and more interactions are mediated by technology begs the question: how is 
the wrong connected to an algorithmic system, and what purpose does 
algorithmic disgorgement—or any algorithmic remedy, for that matter—
serve? 

In some situations, the rationale for data-based algorithmic disgorgement 
is clear. The wrong was committed with the explicit purpose of collecting 
data to create a model, and so data-based algorithmic disgorgement serves to 
effectively deter the wrongdoer and others from committing the same wrong 
in the future. The FTC’s action against Cambridge Analytica is a prime 
example of this. There, Cambridge Analytica collected Facebook users’ data, 
allegedly with deceptive claims, to create psychological profiles of voters;214 
the wrong—deceptive acts in collecting the data—is inextricably tied to the 
model to be disgorged. 

In others, the rationale for use-based algorithmic disgorgement may be 
especially compelling. An algorithmic tool may be created for one use and 
one use only, and even if it was not necessarily trained with an illegal purpose 
in mind, its use may inevitably lead to an unlawful impact. For instance, 
consider the infamous resume screening tool Amazon created, which was 
found to disfavor resumes with the word “women’s” in them and resumes 
with references to specific all-women’s colleges.215 The tool had only one 
reasonably foreseeable use: resume screening for hiring. The tool, if used, 
would likely have caused unlawful harm: gender discrimination in hiring. A 
less costly fix may not have been adequate to address the unlawful impact; 
reportedly, “Amazon edited the programs to make them neutral to these 
particular terms. But that was no guarantee that the machines would not 
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devise other ways of sorting candidates that could prove discriminatory.”216 
Here, use-based algorithmic disgorgement would have adequately served the 
consumer protection principle. Indeed, Amazon decided to scrap the tool.217 

In both instances, the remedy properly matched the phase of an AI 
system’s development lifecycle where the harm occurred. In the Cambridge 
Analytica example, the harm occurred during the data collection phase; data-
based algorithmic disgorgement focuses primarily on harms that occurred 
during the creation of a model. In the Amazon case, the harm was primarily 
in the tool’s inevitable impact in the world, separate from whether the training 
process was lawful or not; use-based algorithmic disgorgement focuses on a 
tool’s unavoidable harm in use. 

However, not every algorithmic harm is harm stemming from data 
collection or an unavoidable consequence of a tool’s use. Algorithmic 
systems are everywhere in our lives now, and so many actions—rightful or 
wrongful—involve some algorithmic systems. Algorithmic systems’ 
operations almost always involve some sort of data being collected; after all, 
the whole point of algorithmic systems is to take an input, a photo, a text 
prompt, etc., and produce an appropriate output, the location of faces in the 
photo, an image that matches the text prompt, etc.; the input has to come from 
somewhere. That does not, however, mean that every wrongful act that 
involves an algorithmic system that collects data is committed to enable the 
data collection. The algorithmic system may have been just a means to a 
wrongful end, which would have been reached with or without the 
algorithmic system. In such cases, the data collected through the algorithmic 
system operated in conjunction with the wrongful act is more the byproduct, 
rather than the product, of the wrongful act. In other words, while there is 
certainly algorithmic harm occurring in this scenario, it is not one that occurs 
at the data collection phase of an AI system’s development. Data-based 
algorithmic disgorgement, which focuses on the collected data and the 
models trained on top of that data, as opposed to the goals of the wrongful 
act, misses the point in such instances. 

In other instances, an AI system may be used in a way that is causing 
harm in the world. However, the harm may not be an unavoidable 
consequence of the tool itself; rather, it may be that the tool was deployed in 
a situation where it should not have been, or it was used in a way it should 
not have been used. In such cases, use-based algorithmic disgorgement, 
which seeks to protect against unavoidable mass harm, is arguably not a good 
fit. There, the locus of the harm is not in the model development or the AI 
system but how human entities decided to wield a completed tool. A remedy 
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that focuses only on the tool itself, as use-based algorithmic disgorgement 
does, rather than focusing on the person using the tool in a way it should not 
have been used, misses the mark. 

To make the matter more concrete, take the FTC’s enforcement action 
against Rite Aid, which, as discussed above, employed data-based 
algorithmic disgorgement. In the complaint, the FTC lists a number of 
failings on the part of Rite Aid that have to do with Rite Aid’s use of facial 
recognition system; Rite Aid deployed the system in stores it called “urban,” 
leading to the majority of the stores where the system was deployed being in 
areas that are plurality non-White even though 80% of Rite Aid stores are 
located in areas that are plurality White; Rite Aid called the police on a Black 
woman based on a false positive match for an enrollment image depicting “a 
white lady with blonde hair”; Rite Aid employees took actions that are more 
drastic than the actions the system recommended; a Rite Aid employee 
stopped and searched an 11-year-old girl based on a false positive match, 
among others. 218  In the consent order, the FTC included a number of 
provisions that target how Rite Aid uses algorithmic systems; the FTC 
prohibited Rite Aid from using any sort of facial recognition system for five 
years, ordered Rite Aid to delete any photographs or videos collected in 
conjunction with the system as well as any models or algorithms derived 
therefrom, and required Rite Aid to set in place monitoring programs, notice 
and complaint procedures, retention limits, and use disclosure on any sort of 
automated biometric security or surveillance system not prohibited by the 
five-year ban on facial recognition system.219 

It is unclear how data-based algorithmic disgorgement makes the 
fundamental problem at the root of the wrong at issue in Rite Aid’s actions 
better. To be sure, the incidents mentioned above were assisted by algorithmic 
systems and data was collected in conjunction therewith. But the fundamental 
problem was that Rite Aid employed racial profiling and was fast and loose 
with who they accused of being shoplifters;220 data collection by the facial 
recognition system used to facilitate the wrongful conduct was incidental to 
the core offense. Stopping the use of facial recognition technology and 
ordering deletion of data and models without addressing the human decisions 
involved does nothing to stop the corporation incentivizing employees in 
plurality non-White stores to be more aggressive about stopping customers 
that they suspect of being shoplifters than their counterparts in plurality-
White stores, nor does it prevent employees from calling the police on 
consumers without a good reason. Data collection was not the point of Rite 
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Aid’s wrongdoing, so going after the data and the fruit of that data goes after 
the wrong thing. To be sure, algorithmic disgorgement order and the wrong 
are undoubtedly connected—the algorithmic disgorgement order here 
targeted models derived from data collected in conjunction with the facial 
recognition system that was used to facilitate wrongful behaviors. But the fact 
remains that data-based algorithmic disgorgement does not deter the wrong 
at the root, which is problematic behavior in part facilitated by the facial 
recognition system, not the fact that data was collected incidental to the use 
of the system. The algorithm trained on top of the data collected in 
conjunction with the facial recognition system, if one existed at all, was not 
the intended fruit of the illegal behavior. 

Use-based algorithmic disgorgement may have been a better fit for Rite 
Aid, particularly if the facial recognition system that was used was 
irreparably biased, as the resume screening tool that Amazon developed 
reportedly was. Certainly, part of the problem was that data-based algorithmic 
disgorgement, which is primarily concerned with how a model was created, 
was used in a situation where the primary offense was how an AI system was 
used, rather than created. However, at least some of the alleged offense stems 
from how Rite Aid used the tool, such as the decision to deploy the tool to 
plurality-non-White areas and employees going beyond the tool’s 
recommendations, not the tool itself. Consider a scenario where everything 
else remained the same, but the facial recognition system had been provably 
perfectly unbiased and highly accurate. The harms stemming from 
deployment choices and employee overreactions still would have occurred; 
non-white consumers would have faced more surveillance than white 
consumers, and reactions disproportionate to what the tool indicated was 
warranted also would have occurred. Use-based algorithmic disgorgement in 
this hypothetical still does not get to the core of the problem, whereas there 
may be unintended consequences as discussed in IV.D. 

In today’s world where algorithmic systems are ubiquitous, many wrongs 
will involve algorithmic systems in some manner and some data will 
probably be collected in conjunction with the wrong at issue. However, in 
many cases, the collected data may be a simple byproduct of the system, and 
the algorithmic harm may stem from the use of a tool rather than by the 
inherent problem with the tool. In such scenarios, a remedy like algorithmic 
disgorgement does not adequately address the wrong. 
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B.  Little Impact to the Wrongdoer 

The corollary of the disgorgement principle—“[a] person is not permitted 
to profit by his own wrong.”221—is that a remedy that seeks to vindicate this 
principle must target its ire towards the wrongdoer. The Third Restatement 
emphasizes that disgorgement is reserved for a conscious wrongdoer222 and 
states that in thinking of disgorgement remedy, “[t]he profit for which the 
wrongdoer is liable . . . is the net increase in the assets of the wrongdoer, to 
the extent that this increase is attributable to the underlying wrong,” showing 
that disgorgement for unjust enrichment presumes that the “enrichment” part 
of unjust enrichment is enjoyed by the party that acted in an “unjust” 
manner.223 This focus on impact on the wrongdoer is logical; the party whose 
behavior will be most effectively deterred is the party who will have to forego 
the fruits of the illegal action, and the party that needs to be deterred is the 
wrongdoer. 

In the context of data-based algorithmic disgorgement as it has been used 
today, the models and algorithms to be disgorged is determined by following 
the data flow. If a dataset is tainted by some wrongdoing, then any models or 
algorithms trained on that dataset must be deleted. This is the tracing rule, 
central to the goal of deterrence, in action in the algorithmic context. 

The problem, however, is that in the algorithmic supply chain, with its 
complicated data flows, there is no guarantee that the party whose actions led 
to the data being tainted is the party benefiting from the model trained on that 
data. A model developer may rely on a third party to collect data, who might 
have willfully broken the law in collecting the data while assuring the model 
developer that the data was collected in a perfectly lawful manner. A model 
provider’s model may be integrated into an AI system used by third parties 
using it in an unlawful manner, and the model provider may take the inputs 
those third parties enter to improve the model’s performance or to train a 
different model,224 not knowing that one of the third parties that used the AI 
system was using the model in a manner that violates the law. In such cases, 
the fault primarily lies with the data collector and the system user, 
respectively, and to deter the wrongful behavior, the cost of data-based 
algorithmic disgorgement must be borne by the data collector and the system 
user. But the wrongdoers in this scenario do not own the model; they did not 
have to put in the time and resources to create the model. Data-based 
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algorithmic disgorgement exacts little to no cost to the wrongdoers, which 
defeats the goal of deterrence. 

Consider the FTC’s settlement with Rite Aid. Rite Aid used a facial 
recognition system in a manner that allegedly violates Section 5’s prohibition 
on unfair acts and practices in many ways,225 and the requirements in the 
consent order including algorithmic disgorgement stem from these 
violations.226 But the facial recognition technology was developed by third 
parties who may have gotten the core models from yet other third parties, and 
Rite Aid is not in the business of development of any models that could be 
developed from the photos and videos collected in connection with the facial 
recognition system.227 The algorithmic disgorgement portion of the consent 
order against Rite Aid does not actually impose any cost on Rite Aid. And as 
it imposes no cost to Rite Aid, algorithmic disgorgement here does little to 
deter Rite Aid’s alleged violations. 

C.  “No Model” is Not the Only Counterfactual 

Tracing is central to the disgorgement principle and its goal of deterrence: 
a remedy following the disgorgement principle must target the profit that is 
properly traceable to the offense.228 To decide what the appropriate profit to 
be taken is, what the appropriate counterfactuals to be considered are must be 
determined.229 Which counterfactuals should be considered is a normative 
question: one where the wrongdoer used their own funds to make the same 
investment leading to the same profit is not proper, but one in which the 
wrongdoer is given “credit for overhead, fixed costs, and opportunity costs 
more generally if their values can be determined with a fair degree of 
certainty” is proper.230 In the Fourth Amendment context, one in which the 
police had first obtained a search warrant for the warrantless search is 
improper, but one in which the police obtained the same evidence through a 
different route is allowed. Application of the disgorgement principle means 
that a remedy is appropriate only to the extent that its impact is supported by 
a normatively appropriate counterfactual. 

Data-based algorithmic disgorgement works by following data flow and 
destroying any model that was impacted even a little bit by the data tainted 
by some sort of illegality. Wilf-Townsend calls this the “no bad bytes rule”: 
if a model’s training data included any amount of bad training data, the whole 
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model must go.231 In other words, only one counterfactual is on the table with 
data-based algorithmic disgorgement: one where any model that was created 
using the tainted data was not created at all. 

This is the right counterfactual to consider in some cases. If most of the 
data used to train a model is illegally collected, then it stands to reason that 
the model would not have existed without the illegal behavior, and no model 
is the right counterfactual. Even if the tainted data does not account for the 
lion’s share of training data volume-wise, no model could be the normatively 
appropriate counterfactual if the value of the model mostly comes from the 
tainted data. For instance, Thomson Reuters states that its legal assistant, 
CoCounsel, is based on GPT-4 and was fine-tuned with over 30,000 legal 
questions.232 The volume of the legal questions almost certainly pales in 
comparison to the amount of data used to train GPT-4.233 However, to the 
extent the model’s primary use case is for legal work, the main value of the 
model probably comes from the legal data used for fine-tuning. Here, if the 
legal data was illegally collected, then the normatively right counterfactual is 
arguably no model. 

But these are not the only scenarios—there are cases where no model is 
not the right counterfactual, and data-based algorithmic disgorgement cannot 
account for such scenarios. As Wilf-Townsend explains, the “no bad bytes 
rule” sometimes leads to a result that feels disproportionate and may trigger 
undesirable downstream effects.234 The disproportionateness comes from the 
fact that the rule ignores another counterfactual that is arguably normatively 
appropriate: one where the model was created without the tainted data. 
Consider a situation where a model is trained on a huge swath of data and 
only a small part of it that is not of special value, like the legal data discussed 
above, is tainted. Here, if the wrongdoer did not have access to the wrongly 
obtained data, then they probably still would have trained a model, just 
without that data. If a model trained without the bad data would have been 
close to the model with the tainted data in terms of the behavior or the value 
it provides to the wrongdoer, then the counterfactual where the wrongdoer 
trained a model, just without the tainted data, is not normatively objectionable. 
For instance, the performance and therefore the value of GPT-4 would be 
almost the same if Shakespeare’s works, which are probably a minuscule part 
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of GPT-4’s training set, had not been part of the training set.235 For the most 
part, people do not use GPT-4 to generate Elizabethan plays or sonnets—use 
cases for which Shakespeare’s works being in the training dataset would be 
particularly valuable. If it was somehow illegal to include Shakespeare’s 
work in the training set, then the right counterfactual to consider would be 
GPT-4 trained without Shakespeare, given the little difference in the value of 
GPT-4 sans Shakespeare and GPT-4 with Shakespeare. It follows that the 
right remedy would not be to get rid of GPT-4 altogether but to deal with the 
Shakespeare part of GPT-4 in a limited way. Algorithmic disgorgement is not 
supported by a normatively appropriate counterfactual in this case. 

This problem is especially relevant in today’s complicated algorithmic 
supply chain as model developers collect vast amounts of training data and 
from multiple different parties.236 Different parts of the training data will 
have different provenances, and because of the inevitably varied practices in 
how data is collected, it is plausible that a small portion of the training data 
is tainted but most of it may not be. In such cases, the bluntness of algorithmic 
disgorgement—the fact that it only considers the counterfactual in which no 
model was trained—leads to it being an inappropriate remedy. 

D.  Impact to Unrelated Third Parties 

To vindicate the disgorgement principle, a remedy must target the 
wrongdoer. The flipside is that a remedy’s impact to those who were not 
involved with the wrongdoing must be limited. The Third Restatement states 
that an innocent recipient—a party who is unjustly enriched by the 
misconduct of a third party—is not the proper target of disgorgement; the 
proper recourse for unjust enrichment in such cases would be “the standard 
that yields the smallest liability in restitution.” 237  This follows from the 
deterrence goal; an innocent party does not have to be deterred. While some 
impact on innocent parties who are unjustly enriched is acceptable—an 
innocent recipient of an unjust benefit is still liable for some measure of 
liability in restitution—it has to be limited. It must not exceed the smallest 
measure to the victim, far below the full extent of the profit enjoyed by the 
recipient. A remedy that would impose the full burden of disgorgement to 
innocent actors is disproportionate and thus often inappropriate. 

The consumer protection principle also cautions against sweeping 
products and services that are unrelated to the pattern of defect that a remedy 
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like product recall is meant to address. Consumer protection principle does 
not require a remedy any time a product can cause harm; it requires a defect 
that causes a widespread pattern of failure that will inevitably result in harm 
for those who use the product in a reasonably foreseeable manner. Especially 
with drastic remedies such as complete recall, the underlying harm must be 
so pervasive and widespread that nothing short of a total recall will do. The 
Takata airbag recall provides a perfect example; recall was not initiated until 
a pattern of failure was identified, and the target of recall was limited to car 
models with airbags that could be linked to the pattern of failure with a high 
confidence, expanding to further models only after they were linked to the 
pattern of failure with high confidence.238 Cars outside of the known pattern 
of failure, even if they were made by the same carmakers, were not subject 
to recall. Thus, the consumer protection principle, too, can be seen as limiting 
impact to unrelated third parties: if an entity’s product or service does not 
exhibit the pattern of failure to be remedied, the entity should not be impacted. 

Algorithmic disgorgement is a blunt tool that would take a model 
completely offline, significantly disrupting any AI system that has the model 
to be destroyed as a component. This creates problems for both data-based 
algorithmic disgorgement and use-based algorithmic disgorgement. In the 
context of data-based algorithmic disgorgement, all entities unrelated to the 
data-related offense issue but connected to the offending party through the 
data flow in the supply chain are impacted, and the AI systems that these 
entities use will be significantly disrupted. If a foundation model is caught in 
the crosshairs of an algorithmic disgorgement order because of some data 
used to train the model, then every single AI system that uses that foundation 
model cannot function as intended. This will likely include many AI systems 
that are developed, marketed, and used by entities that have nothing to do 
with the data collection practices of the model developer. Even if some 
portion of the training data is collected illegally, the entities who rely on the 
foundation model are more akin to an “innocent recipient” of the profits of 
the wrongfully collected data who should be subject to “the smallest liability 
in restitution”239 rather than a “conscious wrongdoer” who should bear the 
burden of full disgorgement. But algorithmic disgorgement would 
significantly disrupt any AI system that relies on the foundation model; the 
impact to these systems and the entities that rely on such systems are more 
akin to full disgorgement. This imposes disproportionately large burden on 
numerous parties that had little culpability, potentially outweighing any 
benefit from algorithmic disgorgement. The connected nature of AI systems 
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means that algorithmic disgorgement will often not stop with the wrongdoer 
or someone who shares in the culpability but significantly impact entities that 
are completely unrelated to the wrong. 

What about use-based disgorgement—what if the foundation model was 
targeted not because of some issue with its training data but because its use 
was causing harm in the world? Here, the fact that foundation models can be 
used for many different purposes by different entities, including some the 
model developer could never have foreseen, creates a problem. Different 
people can use the same foundation model for different, completely unrelated 
reasons, and a model the use of which is problematic in one scenario may be 
perfectly lawful in another. Thus, even if certain uses of foundation models 
are causing an unlawful impact, it is quite possible that other uses of the same 
foundation model are entirely benign. These benign uses fall outside of the 
pattern of failure that would underlie use-based algorithmic disgorgement for 
the problematic uses, but the benign uses will still be impacted. For instance, 
a resume screening tool powered by a large language model may be 
exhibiting gender biases that would render the use of the tool in hiring 
processes legally suspect. But the same large language model could be used 
in an email summary tool and be perfectly fine. In other words, the email 
summary tool falls outside of the pattern of failure exhibited by the resume 
screening tool. But if use-based algorithmic disgorgement is used on the 
language model based on the discriminatory impact of the resume screening 
tool, because the email summary tool also depends on the same foundation 
model, the email summary tool will be swept up in the use-based algorithmic 
disgorgement, even though the tool’s behavior falls outside the pattern of 
failure exhibited by the resume screening tool. Use-based algorithmic 
disgorgement here runs afoul of the balancing element of the consumer 
protection principle. 

* * * 
In the end, algorithmic disgorgement, though touted as a potent remedy 

for all things algorithmic and eyed by litigants and regulators alike, is a rather 
limited remedy for algorithmic harms, given the realities of the algorithmic 
supply chain. In many cases it is not an appropriate remedy given the harm, 
and even when it seems to be an appropriate remedy for the harm at issue, it 
will often have undesirable impact that should make an adjudicator second-
guess whether this remedy makes sense. 

V. BEYOND ALGORITHMIC DISGORGEMENT: LESSONS FOR ALGORITHMIC 
REMEDIES 

The limits of algorithmic disgorgement discussed above are important for 
algorithmic disgorgement specifically, of course. They also hold important 
lessons for how to think about and evaluate algorithmic remedies more 
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broadly. The fact that algorithmic disgorgement is inappropriate in many 
situations shows that algorithmic disgorgement should not be the only 
remedy on the table; a diversity of algorithmic remedies is required to remedy 
algorithmic harms for which algorithmic disgorgement is not the right remedy. 
The reasons why algorithmic disgorgement fails to be appropriate in many 
cases shed light on important factors that must be considered in determining 
whether an algorithmic remedy is appropriate in a given context, as not all 
algorithmic remedies will be appropriate in all cases. This Part derives two 
such factors from the limitations of algorithmic disgorgement discussed 
above—whether the remedy is responsive to the wrong to be remedied, and 
what the full impact of the remedy along the algorithmic supply chain is—
and explores directions for alternative algorithmic remedies. 

A.  Nature of the Wrong 

The first question to ask is: what is the wrong to be remedied? Not all 
algorithmic remedies will be appropriate for all algorithmic harms, as the 
limitations of algorithmic disgorgement illustrate. It is therefore of utmost 
importance to precisely describe what the wrong to be rectified is to begin to 
understand what algorithmic remedies can be considered. 

A crucial aspect is where in the lifecycle of an AI system the wrong 
occurred. Different remedies target problems occurring at different stages of 
the AI system lifecycle. For instance, as discussed in I.D, data-based 
algorithmic disgorgement is primarily concerned with the creation process of 
an algorithmic system, not how it is used. Use-based algorithmic 
disgorgement, on the other hand, is primarily concerned with whether a 
model, regardless of how it was developed, has an unlawful impact in the 
world as it is used. If the problem is primarily with how an AI system was 
used in the world, and it happened to collect data in the process but data 
collection was not the point of the AI system’s deployment, remedies like 
data-based algorithmic disgorgement make little sense. Indeed, as discussed 
briefly in IV.A, one of the reasons, though not the only one, that the use of 
algorithmic disgorgement in the Rite Aid enforcement action was an 
awkward fit is that the remedy used—data-based algorithmic disgorgement—
was not responsive to the harm—a facial recognition system used in an unfair 
and discriminatory manner. There must be a match in terms of where in the 
AI system’s lifecycle the problem occurs and the remedy for the remedy to 
have the intended impact. 

Another important consideration is how the harm comes about. The 
problem may be inherent to the AI system itself, like the problem with 
Amazon’s resume screening tool. Or it may stem from the fact that an AI 
system that is perfectly acceptable in some circumstances was deployed in a 
context that makes the use of the AI system problematic. In yet other cases, 
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it may stem from the fact that humans are abusing the outputs of the system. 
As discussed in IV.A, this, too, has implications on whether a remedy is 
appropriate or not. Use-based algorithmic disgorgement might have been 
appropriate and effective in the case with Amazon’s resume screening tool, 
but perhaps less impactful in contexts where the problem is that a tool was 
deployed in a context it was not meant for. In such cases, a simple injunction 
would have the same remedial impact without causing unintended 
consequences somewhere else in the supply chain. If the problem is with the 
tool itself, a remedy that targets the tool is likely appropriate. However, if the 
problem with how the tool was used, then a remedy that focuses on human 
behavior is likely more responsive to the harm than one that focuses just on 
the tool. 

Ultimately, this calls for a recognition that not all algorithmic harms are 
created equal, and just as different diseases have different treatments, 
different algorithmic harms have different remedies that are responsive to the 
harm. 

B.  Balancing Impacts Through Supply Chain 

A remedy that targets the right part of the AI system lifecycle and the right 
kind of issue may nevertheless be the wrong remedy. It may not impose 
burden on the entity that ought to bear the burden of the remedy,240 impose 
burden that does not match the magnitude of the offense or harm,241  or 
impose too much burden on those who had little relation to the issue at 
hand.242 This is due to the realities of the algorithmic supply chain. A facial 
recognition system may be controlled soup to nuts by the same entity, or its 
components may be controlled by a number of different entities and used for 
the benefit of yet other entities. A component of an algorithmic system may 
only ever be used by one entity, or it may be part of numerous different AI 
systems used by various unrelated entities that do vastly different things. 

In other words, evaluating a potential remedy requires a careful 
accounting of its impact across the algorithmic supply chain. If this remedy 
is ordered, who will bear the burden? How heavy will the burden be? If there 
is an entity that normatively ought to bear the burden, does that entity actually 
bear the burden? For instance, if the main offense is illegal collection of 
personal data, then the entity that was in control of the data collection process 
should be the one primarily burdened by the remedy. If the entity that ought 
to bear some burden is in fact affected by the remedy, the next question to ask 

 

240 See supra Section IV.B. 
241 See supra Section IV.C. 
242 See supra Section IV.D. 
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is whether the burden is appropriate given their involvement. If a substantial 
portion of a model’s training data was illegally collected by the model 
developer, or if a substantial portion of the model’s value derives from such 
data, data-based algorithmic disgorgement may be the right amount of cost 
to impose on the model developer. But if only a small of the model’s training 
data was tainted by illegality and the model would have been created with or 
without that data with little change in the resulting model, a more limited 
remedy may be preferable. In short, different remedies impose different 
levels of burden onto those who are subject to the remedy, and whether the 
burden falls on the right entity and, if so, whether the magnitude of the burden 
on that entity is appropriate, must be answered. As discussed in IV.B-C, with 
data-based algorithmic disgorgement, the answer is often no. 

In addition, the impact on innocent actors—those who have little to no 
relationship to the offense but are connected to the model at the center of the 
algorithmic harm due to data flow along the algorithmic supply chain—must 
be considered. How many such actors will be impacted? If a model at issue 
is a closely-guarded secret and not made to be integrated with other 
organizations’ systems, such as a social media company’s content 
recommendation algorithm, remedies targeting that model will likely have 
little impact on unrelated actors. 243 A remedy that targets foundation models 
or other models that are widely integrated into various systems, on the other 
hand, will impact a large number of actors that had little to do with the harm 
to be remedied. 

The magnitude of the impact to the innocent actors, not just the number 
of innocent actors, matters. If the remedy involves small tweaks to the model 
or injunction on specific uses, or if similar services are widely available and 
it costs little for those whose systems will be impacted to swap one out for 
another, the impact to innocent actors is likely small. If the impacted AI 
systems are only a nice-to-have for the innocent actors, the magnitude of the 
impact will be small. On the other hand, if the innocent actors’ use of AI 
systems relying on the targeted model will be significantly disrupted, the 
model is hard to replace, and the systems are of great importance to the 
innocent actors, then the impact will be larger. 

This will be a fact-intensive inquiry. As explained above, algorithmic 
systems, much like all connected systems, are connected by brittle, 
interdependent, nonlinear data flows; accurately determining who will be 

 

243 Cf. e.g., Vishwam Sankaran, Researchers seek to unravel secrets of TikTok’s addictive 
algorithm, INDEP. (April 25, 2024), https://www.independent.co.uk/tech/tiktok-black-
algorithm-box-study-b2534606.html (explaining that TikTok’s algorithm is a closely 
guarded secret).  
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impacted before ordering a remedy may be extremely difficult.244 In fact, 
with connected services in production, companies often have to employ what 
is often referred to as “scream test” to figure out who is using a connected 
component, where a service is briefly taken offline to see who “screams.”245 
The same model may be easily replaceable in one system but costly to replace 
in another. For instance, imagine two systems that are based on ChatGPT that 
are customized for specific use cases. If the customization relies solely on 
system prompts—set of instructions given to a model at inference time246—
replacing ChatGPT with another general-purpose large language model 
chatbot is likely a fairly simple exercise. On the other hand, if the 
customization is done through more involved fine-tuning steps, the cost is 
likely much higher. 247 The same model might be mission critical in certain 
systems while being a secondary feature in others. Nevertheless, without this 
inquiry, the full extent of a remedy’s impact—and therefore whether it is 
appropriate or not—cannot be properly understood. 

Once the full extent of the impact that a remedy would have through the 
supply chain is established, impact on innocent actors will have to be 
balanced against the initial harm to determine if the remedy is appropriate. If 
the impact to innocent parties substantially exceeds what can fairly be 
considered appropriate given the circumstances, the remedy will not be 
appropriate. 

C.  Need for Diversity of Algorithmic Remedy Options 

For the considerations discussed above to be meaningful, there must be 
multiple different algorithmic remedies available to be deployed in response 
to various algorithmic harms. If all you have is a hammer, everything looks 
like a nail; if all you have is algorithmic disgorgement, every algorithmic 
harm looks like a problem that can be remedied with algorithmic 
disgorgement, even when they are not. This Section thus explores several 
potential alternatives. The exploration is not meant to be exhaustive but rather 
seeks to serve as a starting point of a discussion about different options. 

In many cases, traditional remedies like injunctions against certain uses 
will be just as effective a remedy for algorithmic harms. For instance, if a 

 

244 See supra Section III.B.   
245 Pete Apple, Microsoft uses a scream test to silence its unused servers, MICROSOFT 

(Aug. 17, 2024), https://www.microsoft.com/insidetrack/blog/microsoft-uses-a-scream-test-
to-silence-its-unused-servers/. 

246  See System Prompts, ANTHROPIC, https://docs.anthropic.com/en/release-
notes/system-prompts (last accessed Jan. 31, 2025). 

247  See Fine-tuning, OPENAI, https://platform.openai.com/docs/guides/fine-tuning 
(last accessed Jan. 31, 2025). 
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company used hiring software that solicited applicants’ date of birth and auto-
rejected applicants over a certain age, 248  then an injunction prohibiting 
rejecting applicants based on age and ordering the company to offer 
interviews to any applicants auto-rejected based on their age would be an 
adequate remedy. No specific attention to the fact that an algorithm was used 
is needed. A remedy that focuses on the age discrimination aspect, rather than 
a specific algorithmic tool used to facilitate the age discrimination, would be 
a more comprehensive remedy, as it would cover AI-enabled discrimination 
as well as more analog discrimination. Indeed, the remedies sought in the 
Equal Employment Opportunity Commission’s (EEOC’s) complaint against 
iTutorGroup, which the EEOC accused of engaging in this exact pattern of 
behavior, as well as the EEOC’s ultimate settlement with the company, 
focused on age discrimination, not the specific mechanisms by which 
iTutorGroup might discriminate based on age.249 A traditional injunction, 
rather than a novel remedy specifically designed for algorithmic systems, was 
what this case warranted. 

Of course, there will be times that require remedies specifically designed 
for the AI era; after all, the fact that existing remedies did not adequately 
capture algorithmic harms is what gave rise to algorithmic disgorgement in 
the first place. In such scenarios, it is important to keep an open mind and 
look beyond AI-specific remedies with obvious traditional analogues like 
algorithmic disgorgement. Recent advances in computer science research 
provide glimpses of promising avenues, a few of which I discuss here. 

One potential area to look at is machine unlearning. The promise of 
machine unlearning is that it can excise the impact of a portion of training 
data from a trained model without having to recreate the model from scratch; 
ideally, when a data point is unlearned, it would be as though that data point 
was never included in the training dataset.250 If only a small portion of a 
model’s training data is tainted with illegality, this could be an effective, not-
too-costly solution. It takes away the profit directly traceable to the illegal 
behavior without having to throw the whole thing out, and innocent parties 
who rely on the model in their systems can continue to do so. Ordering 
machine unlearning as to specific data that was illegally collected would be 
a remedy that adheres to the disgorgement principle without the problems of 
data-based algorithmic disgorgement discussed in IV.C and IV.D. 

 

248 See Complaint at 5, Equal Employment Opportunity Comm’n v. iTutorGroup, Inc., 
No. 1:22-cv-02565 (E.D.N.Y. May 5, 2022). 

249 See id. at 6-7; Consent Decree at 7-14, Equal Employment Opportunity Comm’n v. 
iTutorGroup, Inc., No. 1:22-cv-02565 (E.D.N.Y. Aug 9, 2023). 

250 Heng Xu et al., Machine Unlearning: A Survey, 56 ACM COMPUTER SURVEYS 9:1, 
9:2 (2024); Wilf-Townsend, supra note 23, manuscript at 43. 
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Training data attribution techniques also provide a promising avenue for 
remedies in the algorithmic world. Training data attribution’s goal is “to trace 
model prediction back to training data,” to see how much some subset of 
training data impacted the output of a model for a specific input.251  For 
instance, the Federalist Papers are almost certainly a part of the training data 
for GPT-4, which underlies ChatGPT.252 Also likely a part of the training data 
is the code for using PyTorch, an open source machine learning library for 
the Python language, to create a deep learning model. 253 Intuitively, when a 
user uses ChatGPT to generate Python code for training a neural network 
model, PyTorch documentation and code samples likely contribute more in 
the generation of the output. In contrast, when a user uses ChatGPT to 
generate speech that sounds like historical figures from the Founding Era, the 
Federalist Papers probably matter more. Training data attribution would 
provide actual evidence for this;254 the Federalist Papers would have a higher 
attribution score for the Founding Era-style speech output than the PyTorch 
documentation. This can be useful in circumstances where a model’s training 
data includes some amount of tainted data; a remedy that requires filtering of 
outputs attributable above a certain threshold to the tainted data would be a 
possibility. 

Training data attribution can also make well-targeted monetary remedies 
possible. If the data’s value is mostly commercial in nature, a sort of licensing 
scheme that mandates the person whose rights were violated when that 
datapoint was collected be paid for the value added by that datapoint could 
be established.255 This lets innocent parties keep the functionalities of these 

 

251 Sung Min Park et al., TRAK: Attributing Model Behavior at Scale, 2023 PROCS. 40TH 
INT’L CONF. ON MACHINE LEARNING 27074, 27074. 

252 As the Federalist Papers are readily available on the web and have been for a long 
time, e.g., The Federalist Papers, YALE L. SCH., 
https://avalon.law.yale.edu/subject_menus/fed.asp (last accessed Dec. 9, 2024), they were 
likely part of the training data for GPT-4. See OpenAI, GPT-4 Technical Report (2023), 
available on arXiv at https://cdn.openai.com/papers/gpt-4.pdf (“GPT-4 is . . . pre-trained . . . 
using both publicly available data (such as internet data) . . . .”). 

253  E.g., Source Code for torchvision.models.alexnet, PYTORCH, 
https://pytorch.org/vision/0.12/_modules/torchvision/models/alexnet.html (last accessed 
Dec. 2, 2024). For the same reason as supra note 252, this is likely in the training data set 
for GPT-4. 

254 See Kangxi Wu et al., Enhancing Training Data Attribution for Large Language 
Models with Fitting Error Consideration, 2024 PROCS. CONF. EMPIRICAL METHODS IN 
NATURAL LANGUAGE PROCESSING 14131, 14133. 

255 Cf. Robert Brauneis, Copyright and the Training of Human Authors and Generative 
Machines, 47 COLUM. J.L. & ARTS, manuscript at 57 (forthcoming 2025) (considering 
damages akin to reasonable licensing fees); Yotam Kaplan & Ayelet Gordon-Tapiero, 
Generative AI as Unjust Enrichment, 86 OHIO ST. L.J., manuscript at 36-37 (forthcoming 
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models while requiring them to forego some amount of profit, making the 
remedy more in line with what the law of restitution asks of innocent 
recipients of unjust enrichment, i.e., “the smallest liability in restitution,”256 
providing a well-scoped version of restitution remedy specific to the 
algorithmic world and a possible alternative to data-based algorithmic 
disgorgement.  

Both methods described above—machine unlearning and training data 
attribution—would be most useful in circumstances where the problem to be 
remedied happened in the creation of a model. What about when the problem 
is not with how a model was created but rather with the model’s behavior in 
the real world—the kind of problems that use-based algorithmic 
disgorgement seeks to address? Here, too, recent developments in computer 
science provide new options that courts and regulators could consider. For 
instance, one type of algorithmic harm that many are concerned with is 
discrimination: algorithms being used in a way that disproportionately 
impacts a certain population in an adverse way.257 Research shows that a 
predictive model that is unbiased according to some notions of fairness can 
be derived from a predictive model that violates the same notions of fairness 
using only post-processing of the biased model, rather than having to train a 
new model from scratch. 258  Such measures can effectively mitigate 
discrimination harms without getting rid of the model. If use-based 
algorithmic disgorgement is akin to product recall that results in total removal 
of a product from the market, post-processing to mitigate bias is more akin to 
product recall that requires providing some repairs. Because it is a more 
targeted remedy, the problem for use-based algorithmic disgorgement 
discussed in IV.D are not as present. 

 

2025) (considering a charge for services provides in the context of generative AI training); 
Wilf-Townsend, supra note 23, manuscript at 44 (considering mandatory licensing scheme). 

256 RESTATEMENT (THIRD) OF RESTITUTION AND UNJUST ENRICHMENT §§ 51 cmt. a, 50 
(2011). 

257 See, e.g., Lu, supra note 11, manuscript at 27-28 (identifying diminishing equality as 
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258 Moritz Hardt, Eric Price & Nathan Srebro, Equality of opportunity in supervised 
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3323, 3325 (an expanded version of this article is available on arXiv, at 
https://arxiv.org/abs/1610.02413); Felix Petersen et al., Post-processing for Individual 
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Another promising potential avenue, particularly for foundation 
generative models, is remedy through fine-tuning. As discussed above, fine-
tuning is a step in the generative AI model pipeline that comes after pre-
training, often meant to make a model conform to some desired behavior.259 
For instance, a pre-trained large language model is trained to generate the 
next token given a prompt, and then the next token, and so forth, but it is not 
designed for a chat-like interaction; fine-tuning is what makes the chat-like 
interaction of ChatGPT possible.260  Fine-tuning takes a general model—
next-token generator based on the entire training corpus, in case of a large-
language model—and steers it in a specific direction. 

The tools used for fine-tuning are also generally the tools used for 
“alignment,” i.e., making models do things people want, such as helpfully 
answering a given question, and not do things that people do not want, such 
as generating racist content or providing instructions for destructive acts.261 
Aligned models, if done right, keep their positive attributes but do not exhibit 
the problematic behavior to be aligned away. As Paul Ohm notes, of the many 
stages of generative AI development, “[i]n many cases, the fine-tuning stage 
presents an opportunity to shape these models to be less harmful with the best 
tradeoffs between power and efficacy.”262 If a foundation model is exhibiting 
unlawful behavior in some but not all contexts,263 requiring fine-tuning to 
mitigate that specific behavior can be a way to mitigate the problem without 
imposing burden on entities using the same foundation model for unrelated, 
unproblematic uses. A remedy that utilizes fine-tuning can effectively limit 
the remedy to uses that fall within the pattern of defects, making it consistent 
with the consumer protection principle without running into the problem 
discussed in IV.D that use-based algorithmic disgorgement faces. 

These remedies are far from trivial; the research undergirding them are 
nascent and the techniques are not widely understood or easy to implement.264 
They will not be foolproof or applicable in all instances, just as algorithmic 
disgorgement is not appropriate in all instances. But regulators and courts 

 

259 See supra notes 191-193 and corresponding text. 
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will, with time, gain the expertise they need to implement these remedies and 
more as they inevitably grapple with more and more cases that involve AI,265 
and the technology underlying these remedies will continue to mature as the 
nascent research in the area advances, ultimately making these remedies 
much more administrable. 266  Further, given the significant issues with 
algorithmic disgorgement identified in Part IV, even though some of these 
techniques are not in their fully mature forms today, an imperfect version of 
these tools may still be more appropriate than algorithmic disgorgement is in 
some circumstances. 

In short, regulators, litigants, and judges alike must take full stock of 
available options, old and new, and choose the right one, instead of relying 
on algorithmic disgorgement, or any other single remedy, for all things data 
and all things algorithmic. The examples of machine unlearning, data 
attribution, post-processing for fairness, and fine-tuning—fruits of recent 
breakthroughs in computer science—as drivers of potential new remedies 
further show the need for legal thinkers and technologists to collaborate 
closely to widen the horizon of available legal remedies for offenses that are 
inextricably tied to technology. 

CONCLUSION 

The advancement in AI undeniably presents new opportunities, but 
equally undeniable is the fact that AI systems sometimes cause harms. Given 
that AI systems are unlikely to go anywhere—if anything, all signs point 
towards AI becoming even more central to our lives267—it is of utmost 
importance that we start grappling with how best to remedy such harms. Even 
with the best designed ex-ante regulations, harms will inevitably arise and the 
legal system must grapple with how to remedy them. What are the necessary 
considerations as we examine what kinds of remedies are appropriate, and in 
what context? 
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This question is admittedly too big a question to answer in a single article. 
Nevertheless, a close examination of algorithmic disgorgement and its 
limitations sheds light on factors that must be considered to determine 
whether a remedy is appropriate, including a precise diagnosis of the wrong 
to be remedied and a thorough analysis of the impact through the algorithmic 
supply chain. Whether an algorithmic remedy is appropriate is a highly 
context-dependent question. Algorithmic harms are varied in nature; 
remedies that are appropriate for one kind of algorithmic harm may not be 
appropriate for another kind of algorithmic harm. AI systems exist in a 
complex supply chain, with various facially unrelated entities impacting each 
other through complicated data flows, many of them indirectly connected to 
each other through systemically important actors. Determining whether an 
algorithmic remedy is appropriate in a situation necessarily means 
confronting this reality and accounting for the remedy’s impact throughout 
the supply chain. This means, ultimately, no one remedy will do. To 
effectively address algorithmic harms, courts and regulators must go beyond 
what is immediately available as an option and be flexible and creative in 
thinking through different possibilities, considering remedies that have been 
with us for a long time as well as new interventions made possible by 
breakthroughs in technology. 


